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Abstract

Empirical findings related to the time series properties of stock returns volatility
indicate autocorrelations that decay slowly at long lags. In light of this, several long
memory models have been proposed. On the other hand, level shifts has been advanced
as a possible explanation to the long memory phenomenon and there is growing evi-
dence suggesting these may be important features of stock returns volatility. Despite
this, it remains a conjecture as to whether a model that incorporates random level
shifts in variance can explain the data well and produce reasonable forecasts. The aim
of this paper is to show that a very simple stochastic volatility model that incorporates
a random level shift component as well as a short-memory one indeed provides a bet-
ter in-sample fit of the data and produces forecasts that are no worse and sometimes
markedly better than the standard stationary short-memory model. We use a Bayesian
method for inference and develop algorithms to obtain the posterior distributions of
the parameters and the smoothed estimates of the two latent components. The model
is applied to the daily S&P 500 and NASDAQ returns over the period 1980.1-2005.12.
Although the occurrence of a level shift is rare, about one every two years, the level
shift component is by far the one which contributes most to the total variation in the
volatility process. The half-life of a typical shock from the short-memory component
is very short, between 7 and 14 days. We also show that, unlike common stationary
short or long-memory models, it is able to replicate keys features of the data. For the
NASDAQ series, our model forecasts substantially better than a standard stochastic
volatility model, and for S&P 500 index it does equally well.
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1 Introduction

The literature on modelling and forecasting stock return volatility is voluminous. Two ap-
proaches that have proven useful are the GARCH and the stochastic volatility (SV) models *.
In their standard forms, the ensuing volatility processes are stationary and weakly dependent
with autocorrelations that decrease exponentially. This is in contrast to the empirical find-
ings obtained using various proxies for volatility (e.g., daily absolute returns), which indicate
autocorrelations that decay very slowly at long lags. In light of this, several long memory
models have been proposed. For example, Baillie, Bollerslev and Mikkelsen (1996) and
Bollerslev and Mikkelsen (1996) considered fractionally integrated GARCH and EGARCH
models, while Breidt, Crato and De Lima (1998) and Harvey (1998) proposed long memory
SV (LSV) models where the log of volatility is modelled as a fractionally integrated process.
A related literature explores the semiparametric estimation of the long memory parameter;
e.g., Arteche (2004) and Deo and Hurvich (2001).

Structural changes or level shifts in volatility has been advanced as a possible explanation
to the long memory phenomenon. It is now well known that when a stationary short memory
process is contaminated by level shifts, the estimate of the memory parameter is biased
away from zero and the autocovariance function exhibits a slow rate of decay, akin to a long
memory process, see Diebold and Inoue (2001). The resulting phenomenon is often referred
to as spurious long memory. There is growing evidence suggesting that such structural
changes may be important features of stock returns volatility. Using daily data on S&P
500 returns, Granger and Hyung (2004) document the fact that when breaks, determined
via some pre tests, are accounted for, the evidence for long memory is weaker. Starica and
Granger (2005) present evidence which suggests that this series can be well approximated by
a sequence of identically and independently distributed shocks affected by occasional shifts
in the unconditional variance. They argue that such a specification has a better forecasting
performance than long-memory or GARCH(1,1) models. In a recent study, Perron and Qu
(2007) analyze the time and spectral domain properties of a stationary short memory process
affected by random level shifts. They show that the shape of the autocorrelation function
is different from that obtained with a long memory process when a wide range of lags is
considered, and that the limiting distribution of the log periodogram estimate changes as
the number of frequencies used varies. When applied to daily S&P 500 absolute returns,

their square roots and log absolute returns over the period 1928-2002, the level shift model

'For extensive reviews and collected works, see Engle (1995) and Shephard (2005).



explains both the shape of the autocorrelations and the path of the log periodogram estimates
as a function of the number of frequency ordinates used.

Despite these results, it remains a conjecture as to whether a model that incorporates
random level shifts in variance can explain the data well and produce reasonable forecasts.
The aim of this paper is to show that a very simple stochastic volatility model that incorpo-
rates a random level shift component as well as a short-memory one indeed provides a better
in-sample fit of the data and produces forecasts that are no worse and sometimes markedly
better than standard stationary short or long memory models.

We propose a stochastic volatility model that has a stationary short memory component
and a level shift component modelled by a compound binomial process. More specifically,

let x; denote the mean corrected return process, the model analyzed is given by,

xy = exp(he/2 + 1, /2)ey

where h, is a stationary AR(1) component, j, is a compound binomial process that models

random level shifts and ¢; ~ i.i.d. N(0,1). More specifically,

Mhoypr = My T 5t0n77ta

where 7, are independent standard normal random variables and J; is a sequence of inde-
pendent Bernoulli random variables taking value 1 with unknown probability p. The first
process h; is common to standard SV models and is intended to capture the short run dy-
namics. The second term is new and captures persistent changes in level which, as we shall
see, allows an explanation of the long-memory features in the data. The most salient feature
of the model is that it allows shocks to affect the system in different ways. In particular,
shocks to h; dies out quickly and shocks to u, have a long lasting effect, which remains in the
system until the next level shift occurs. This will be useful for understanding the evolution
of the volatility process, in particular the effect of rare but influential events.

We propose methods for inference and forecasting. For inference, two difficulties need to
be addressed. First, as common to all SV models, the processes that determine the volatility
are latent. This difficulty can be handled in several ways and we shall adopt a Bayesian
approach following the work of Jacquier, Polson and Rossi (1994) and Kim, Shephard and
Chib (1998). Second, and more importantly, the new component p, is a compound binomial
process with both the number and locations of shifts being unknown. Since the value of
1, at any given time depends on the whole path of shifts, this complicates inference. We

address this difficulty by appropriate conditioning and data augmentation techniques. This



will allow us to develop algorithms to obtain the posterior distributions of all the parameters
and the smoothed estimates of the processes h; and p,. We also present algorithms for
filtering, likelihood evaluation and forecasting. They use the technique of particle filtering
and are relatively straightforward to implement.

We conduct simulations to assess the performance of the proposed method. To this
end, we simulate short memory processes with and without level shifts, with the parameters
calibrated to empirical estimates to make the simulations practically relevant. Two issues are
investigated, namely the convergence property of the algorithm and the ability of the model
to distinguish between the two processes. The results suggest that the convergence speed
is acceptable. Also, for the parameterizations considered the model is able to detect level
shifts when they do occur and it does not tend to report spurious shifts when the process
does not contain any.

The model is then applied to study the volatility of daily S&P 500 and NASDAQ re-
turns over the period 1980.1-2005.12. The choice of the priors pertaining to the level shift
component reflects the belief that the shifts are rare and that their magnitudes are large.
The data are, however, informative enough to substantially alter the prior and make the
probability of shifts even more rare. The priors pertaining to the stationary component are
the same as those of Kim, Shephard and Chib (1998). For the S&P 500 series, we obtain the
following results (they are qualitatively similar for the NASDAQ series). First, the occur-
rence of a level shift is rare, the posterior mean for the probability that a level shift occurs is
0.00187, which implies on average one shift every 535 days. Of importance is the fact that,
although rare, the level shift component is by far the one which contributes most to the
total variation in the volatility process. Second, the model explains both the shape of the
autocorrelation function and the shape of the log periodogram estimates as a function of the
number of frequency ordinates used, as documented in Perron and Qu (2007). To the best of
our knowledge, there is no evidence showing that a stationary short or long memory process
is able to reproduce such features. Finally, the forecasting comparisons are encouraging.
For the NASDAQ series, our model forecasts substantially better than a standard stochastic
volatility model, and for the S&P 500 index it does equally well. This finding is in contrast
to the common perception that structural change models are not useful for forecasting and
suggests that important gains may be achieved by modelling the changes appropriately.

Our paper contributes to the rapidly growing literature on modelling the strong persis-
tence in the volatility of stock returns and other financial/macroeconomic variables. It fills a

noticeable gap by providing a unified framework for modelling, inference and forecasting of



volatility in the presence of structural changes of random timing, magnitude and frequency.
From a methodological perspective, the paper is related to the growing literature on Bayesian
change-point models, which includes, inter alia, Chib (1998), McCulloch and Tsay (1993),
Pesaran, Pettenuzzo and Timmermann (2006) and Koop and Potter (2007). Our modelling
of the shift process is closer to that of McCulloch and Tsay (1993). Nevertheless, there exists
an important difference, namely, in the current paper the structural changes occur through
a component that is latent. This generates nontrivial difficulties and our theoretical results
also provide technical novel contributions to solve them.

The paper is organized as follows. Section 2 provides a brief review of issues related to the
long memory phenomenon in return volatility. Section 3 presents our stochastic volatility
model with level shifts. Section 4 presents the Bayesian inference procedure. Section 5
discusses methods for filtering, likelihood evaluation and forecasting. Section 6 conducts
simulations to assess the performance of the algorithm when confronting series with and
without level shifts. Section 7 presents the results from the empirical applications related
to the volatility of daily S&P 500 and NASDAQ returns. Section 8 offers brief concluding

remarks and some technical derivations are contained in an appendix.

2 Long memory in stock return volatility

Let z; be a stationary time series with autocorrelation function v,(7) at delay 7. A common
definition of long-memory, see Beran (1994), states that the autocorrelation function is of
the form

7_2d—1

7:(7) = 9(7) as T — 0, (1)

where ¢(7) is a slowly varying function as 7 — oo (i.e., for any real ¢, g(cr)/g(7) — 1 as
T — 00). For 0 < d < 1/2, this implies that the autocorrelations decrease to zero at a slow
hyperbolic rate which depends on the memory parameter d, in contrast to the fast geometric
rate of decay that applies to a short-memory process.

Several papers have reported that transformations of stock returns, say r;, of the form
74|? for some 6 > 0 have times series properties that resemble those of a stationary long-
memory process (see, e.g., Ding, Engle and Granger, 1993, Granger and Ding, 1995 and
Lobato and Savin, 1998). Using daily data on S&P 500 daily returns for the period 1928-
1991, the log periodogram estimates of d with m = y/n, where m is the number of frequency
ordinates used in the regression and n is the sample size, varies from a low of .427 for 6 = 2

to a high of .508 for # = 0.2. The often cited generating mechanisms for long memory



are temporal aggregation (Granger, 1980 and Anderson and Bollerslev, 1997) and shocks
of different durations (Parke, 1999). Structural changes in level can also produce the long
memory phenomenon. In particular, if a stationary short memory process is contaminated
by random level shifts, then the estimate of the memory parameter is biased away from
zero and the autocorrelation function exhibits a slow rate of decay, akin to a long memory
process, see Diebold and Inoue (2001), and also Mikosch and Starica (2004) and Lamoureux
and Lastrapes (1990) in the context of the volatility persistence.

More closely related to our work is Perron and Qu (2007). They consider the following
simple process involving random level shifts for some series z; which can be thought as the

natural logarithm of squared returns:

Zy = Up+ Uy, (2)
U = U1+ TNy,
2

U
variable that takes value 1 with probability p,. They use p, = p/n to model rare shifts.

where v; is a stationary short memory process, 1, ~ i.i.d. N(0,07) and m; is a Bernoulli
They study the statistical properties of this process in the time and spectral domains and
the following results are obtained. First, in the spectral domain, the level shift component
affects the periodogram only up to j = o(T"/?), where j indexes the frequency ordinates, and
within this range the rate of decrease of the periodogram is on average —2 implying d = 1.
This is different from a long memory process defined by (1) where the effect is up to j = o(7T)
and the rate of decrease is —2d. The result implies that if we use a local method to estimate
the memory parameter of the level shift model (2), the estimate will depend on the number
of frequencies used. It will tend to decrease as the number of frequencies used increases
and, in particular, a sharp decrease will occur when m varies from roughly n'/? to n'/2, the
decrease after m reaches n'/? being gradual as the effect of the short-memory component
becomes more important. Second, in the time domain, the autocovariance function of z;
has a special structure. Its expected value at large lags is a function that depends only
on the sample size, it is initially (almost) linearly decreasing, crosses the zero axis when
j/T =~ 0.293, reaches a minimum at j/7 &~ 0.592 and increases back up to 0 when j/T =1
(basically, a flattened version of the autocorrelation function of a random walk). This is
again different from what is obtained with a stationary long memory process of the form
(1), where the autocorrelations decrease to zero monotonically at rate 2d — 1. These features
for the level shift model were found to be present empirically when using S&P 500 daily

returns covering the period 1928-2002. Here, we replicate their findings using the sample



period 1980.1-2005.12 that will be of interest in this paper. The results are shown in Figures
1 and 2 for the logarithm of squared S&P 500 and NASDAQ returns, respectively. They
show that the pattern of the log-periodogram estimates of d as a function of m and the
autocorrelation functions are consistent with the level shift model (2). These results suggest
that it is worthwhile to formally incorporate level shifts into volatility models and to develop

methods for inference and forecasting. This paper addresses these issues.

3 The stochastic volatility model with level shifts

Let {z4;t = 1,...,n} denote the demeaned return process. A standard stochastic volatility

model (SV) is given by

Ty = exp(ht/2)€t, (3)
hipr = p+¢(hy — p) + oyvy,

where h; is the log volatility at time ¢ assumed to follow a AR(1) process with |¢| < 1. The
innovations ¢; and v; are sequences of independent standard normal random variables with
cov(ey, vy) = 0 for all ¢, s. Traditionally, SV models have been hard to estimate compared to
ARCH type models, due to the fact that h; is a latent process and there is no closed form
solution to the likelihood function. Classical treatments include quasi maximum likelihood
estimation based on the Kalman filter (Harvey, Ruiz and Shephard, 1994) and the method
of moments (Duffie and Singleton, 1993). Bayesian treatments include the work by Jacquier,
Polson and Rossi (1994) and Kim, Shephard and Chib (1998), among others. The Bayesian
approach is computationally demanding but allows the analysis of models with complicated
structures and are fully efficient. In this paper, we shall adopt the Bayesian approach.

The stochastic volatility model with level shifts, labelled SV-LS, that we propose is given
by

z = exp(h/2 + p1,/2)ey, (4)
hiy1 = ohy + oyuy,
Per = Mg+ O0onny,
with initial conditions
(ho, MO) =0 and (h‘lnul)l ~ N(Oa P)7 (5)

where 7,, v, and 7, are independent standard normal random variables, and ¢, is a sequence



of independent Bernoulli random variables taking value 1 with unknown probability p, i.e.,
57& ~ B(lv p)

The variables 7, 05, €, and v; are mutually independent for all 1 < j, h, k, 1 < n.

The presence of p, brings substantial flexibility and the model approximately nests the
standard SV model when p is very small. If the latter is the correct model, the posterior
distribution of p will have large mass around zero and the model essentially reduces to (3).
Otherwise, the posterior distributions of p is informative about the frequency of regime
shifts. Such information, along with the posterior distribution of o, can be used to assess
the relative importance of the level shift and stationary components to the overall volatility.
Note that the effect of innovations via h; quickly dies out while those occurring via y, remain
in effect until the next shift. This is different from short or long memory SV model where

all shocks are assumed to affect the future path of the process in the same manner.

Remark 1 For identification, we need to restrict 0 < |¢p| < 1. This is straightforward to
implement by restricting the support of the prior distribution to be strictly within the unit

nterval.

Remark 2 The model is different from that of Duffie, Pan, and Singleton (2000), who
incorporate jumps into the SV model to capture clustered extreme movements in returns.
There the jumps have a short lasting effect and their model accordingly generates a volatility
process that is stationary, while ours does not. As we shall see, this non-stationarity in
the level shift component is a crucial ingredient to generate features akin to a long memory

process.

Remark 3 Anderson and Bollerslev (1997) advocate a temporal aggregation explanation of
the long memory phenomenon along the lines of Granger (1980). The essential requirement
for long memory to occur is that a sufficient number of the individual information arrival
processes have high persistence, i.e., mimicking a unit root process in finite samples. An
important distinction is that we only require two component neither of which are unit root
processes, The essential ingredient is that we explicitly model the probability of the occurrence
of permanent shifts (i.e., we allow p to vary between 0 and 1, in contrast to a unit root process

where p=1).



4 The Bayesian inference procedure
The LV-LS model (4) can be represented as

logz} = hy+ p, +loge?, (6)
hiyn = ohy + oy,
Meyr = Mg+ Un(st’?t-

The goal of the inference procedure is to obtain the posterior distributions of the parameters
(04,00, p, ¢) and the smoothed estimates of the latent processes h, and ji,, under some priors.
The Gibbs sampler and data augmentation are important ingredients that will used and for
that reason we present in Appendix 1 a brief description of these tools.

Under the assumption that e; is i.i.d. N(0,1), loge? is the log of a Chi-square random
variable. Hence (6) is a partial non-Gaussian state space model as analyzed by Shephard
(1994), for which the optimal filtering is a nonlinear problem. To address this issue, we
follow Shephard (1994), Carter and Kohn (1994) and Kim, Shephard and Chib (1998) and
approximate the distribution of log ? by a mixture of normals. Then, conditional on a given
realization of the mixture, the errors are normally distributed and the non-linearity due to

log €2 is no longer present. More specifically, define a new error process £} as
ef =loge? — E(loge?).

We approximate its distribution by

K
ef ~ > qiN(my, o). (7)
i=1
The choice of K,g;, m; and o? follow Kim, Shephard and Chib (1998) and the details are
presented in Appendix 2. Note that if ¢, follows a ¢ distribution the above procedure can
still be applied with appropriate modifications for the weights ¢;, the individual components
(m;,0?) and the number of components K.

The main difficulty for inference is that y, is a random level shift process with both the
number and locations of shifts unknown. Also the current value of i, depends on the whole
history of shifts. These features make inference more challenging than for a regime switching
model for which the number of regimes is pre-specified and p, typically only depends on the

current state or a finite number of past states. We address this issue using the technique



of data augmentation and by appropriate conditioning. More specifically, the data is aug-
mented by the innovation processes v; and 7,, the locations of shifts d;, and the realization of
the mixture at time ¢, denoted by w; (see (7)). Conditional on a given realization of ¢;, the
transition equation is then generated by a linear recursion with normal errors. Then, condi-
tional on a given realization of the mixture (7), the measurement equation is also linear and
Gaussian. Hence, the standard tools for Gaussian state space models can be applied. This
allows us to sample efficiently from the posterior distribution of the parameters (¢, o,,0,),
the innovation process (vy,7,) and the initial state (y,, k1) conditional on é; and w;. Then,
conditional on the initial state p; and the path of 7,, the distribution of ¢; can be sampled
recursively. Finally, w; and the other parameters can be sampled in the usual way.

Because of the logarithmic transformation, values of stock returns that are close to zero

may have an undesirable effect on the inference procedure. To avoid this, we define
ye = log(af + ¢) — E(logey),

where c is an “offset”, i.e., a small number introduced to bound the term inside the logarithm
away from zero, a technique that was introduced to the stochastic volatility literature by
Fuller (1995). We use ¢ = 0.001, though in practice it can be chosen based on the data.

Then, model (6) can be expressed as

vy = hi+p+eg, (8)
hiyn = ohy + oy,
Pas1 =y T 0y0un),.
We now present the Bayesian procedure for inference. We start in Section 4.1 with the

sampling algorithm to construct the posterior distributions. In Section 4.2, we discuss the

prior to be used.

4.1 The sampling procedure for the posterior distributions

As a matter of notation, define ay = (hy, ;) for t = 1, ..., n; in particular a; = (hy, ;) stands
for the initial state of the transition equation. Also define R = {(v1,m,), ..., (Un,n,)'},
§ = (01,..,0n), W = (W1, ...,wy), 0 = (¢,0,,0,,p) and let 6_4 denote the vector 6 with ¢
excluded (0(_g,),0(—p), and 0(_, ) are defined in a similar manner). The sampling procedure

used to obtain the posterior distributions consists of the following four blocks:
1. Sampling ¢, 0., 0,, R and «; conditional on the shifts and the mixture;

9



2. Sampling the process of shifts §;
3. Sampling the probability of shifts p;
4. Sampling the mixture w.

We discuss below the details of each step.
Step 1 (Sampling conditional on the shifts and the mixture): We sample from the
posterior distribution of ¢, 0,,0,, R and «; conditional on the probability of jumps p, the
realizations of the jumps 0, and the realization of the mixture w, i.e., we sample from the

posterior conditional density
f(e(fp)aR7 Oélypaéaway)' (9)

Now write this density as the product of a conditional and a marginal density, viz.,

f<9(—17)7 R> al‘pv 57 w, y) = f(R7 051’97 57 W, y)f(e(—p)‘p7 67 w, y)7

which suggests to sample the distribution (9) by drawing R and «; from f(R,a1]6,6,w,y)
and 0,y from f(6p|p,d,w,y). The first component f(R,|6,d,w,y) is a multivariate
conditional Gaussian density, since model (8) is a conditional Gaussian state space model.
Accordingly, it can be sampled using a relatively straightforward extension of the simulation
smoother developed by De Jong and Shephard (1995). The details are given in Appendix 3.
The second component f(6(_,)|p,d,w,y) is sampled using the Gibbs sampler, i.e., by
drawing iteratively from f(¢|0_g),d,w,¥), f(0u]0(—s,),0,w,y) and f(0,|0(—s,),0,w,y). The
procedure to sample from each these conditional densities is similar and we provide details
only for the first one. Using Bayes’ Theorem, f(¢[0(_4),0,w,y) o< f(y|6,d, w)m(¢), where the
normalizing constant is unknown. We can apply the adaptive rejection sampler of Gilks and
Wild (1992) and Gilks (1996). The basic idea is to construct an envelope function of the log
of the target density without requiring the specification of the normalizing constant. This
envelope function approaches the true density as sampling progresses, hence it provides an
efficient algorithm 2.
Step 2 (Sampling the process of shifts §): The conditional posterior density of § is
given by f(J|R, a1, 0,w,y). It can be sampled by drawing iteratively from

f(0]6(—py, Ry a1, 0,w,y)  (t=n,n—1,..,1),

2The second component f (0(—py|p, 6, w, y) could also be sampled all at once using a Metropolis-Hastings
algorithm, as in Kim, Shephard and Chib (1998). However, the envelope density for f(6(_p|p,d,w,y) is
difficult to construct and as a result the algorithm often rejects a long sequence of proposed values. Hence,
this approach is not used.

10



where 0(_y) denotes the vector of § with the t!" element excluded. Let Y; = (v, ...,y;) and

Y;" = (Y441, ..., Yn), then for each individual run,
f(ét - 1|6(—t)7 R7 an, 07 w, y)

f(Y;f+‘5t - 175(*1‘/)7 R> 051797W7}/;f)f(5t = 1‘75(7t)7Ra al,Q,w,Yt)
Zr}:(} f(Yt+|5t = Z.a 6(—t)a R7 an, 97w7}/lf)f<5t = Z|7 6(—t)7 R) ay, 07W7Yt>

Now, since
f((;t - 1|76(7t)7R7 alaeawayt) - f((st - 1|p) :p7

we have
f(6t21|5(*t)7 n,v, 0, 0, W, y)
p H f(yjyét = 175(%),3,041,9,%}/},1)

j=t+1

{P IT flyloe =1,0p, R, 00,0, w,Y;1)+

j=t+1

(1 - p) H f(yj|6t =0, 5(—t)7 R,a1,0,w, Y}—1>} .
Jj=t+1
Because ¢, is a binary variable, sampling is straightforward once the likelihood functions are
evaluated sequentially. Computationally, it is more convenient to look at the posterior odds:
p H f(y|5t = 17 0 —t aR7 Qan, eawa Y’—l)
f(dt = 1’5(71‘)7R70‘l>97w>y> Jj=1 ’ = !

f(5t = O|5(—t)»R70417Q7w7?J) (1 —p) ﬁ f(yj|5t _ 075(_&7}%’ a1,9,w,Y}_1)
j=1

whose logarithm can be used to avoid numerical problems due to rounding errors.

The procedure for this step is similar to that of McCulloch and Tsay (1993), who study
a finite order autoregressive process with random shifts in mean or variance. Because this
is a one-step sampler, in practice a large number of draws may be necessary to ensure
convergence, especially with a large sample size.
Step 3 (Sampling the probability of shifts p): For this case, the sampling is straight-

forward because the posterior conditional density satisfies

f(p|57R7 051,(9(_1)),&],3/) = f(p|5)

Using Bayes’ Theorem, f(p|d) o< f(d|p)f(p). If the prior on p has a beta distribution,

p ~ beta(v, 7,), the conditional posterior distribution is given by

f(pld) ~ beta(y, + k,vy+n—1—k),

11



where k is the number of shifts and n — 1 is the effective sample size, see DeGroot (1970,
p.160).
Step 4 (Sampling the mixture w): This step is straightforward since

flwr=j16, R, a0, 0,y) = flwr = jley) o< fleflwr = J)f(wr = j)-

Remark 4 The important step is the second one. Note that it would be a mistake to con-
dition upon hy and u, instead of R and o, since this would lead to degeneracy and d; could

not be updated.

Remark 5 It is possible to model the probability of the level shifts as a function of some
covariates, in which case only step 3 needs to be modified. Although this is technically straight-
forward, in practice such covariates are difficult to find. We will not pursue this direction in

the current paper, though it is an interesting avenue to explore in subsequent work.

4.2 The specifications of the priors

We shall use independent priors. Those for ¢ and o, are the same as in Kim, Shephard and
Chib (1998). For ¢,

oM —1 P —1
(4) o {(1;@} {(1 ; ¢)}  with 6@ 6@ > %

This distribution has support on the interval (—1, 1) with a mean of 2¢(1)/(¢(1) + ¢(2)) — 1.
In the empirical applications reported below, we use gb(l) = 20 and ng(Q) = 1.5, implying a
prior mean of 0.86. For o,

oy ~IG(0,/2,5,/2),

where ZG(0,/2,S,/2) denotes the inverse gamma distribution with shape parameter o, /2
and scale parameter S, /2. We set 0, =5 and S, = 0.01 x o,.
The prior distributions for p and o, are chosen to reflect the belief that the level shifts

are infrequent and that their magnitude is large. For p, we specify

p ~ beta(yy,7,)

with 7, = 1,7, = 40. This implies a prior mean of 1/40, so that a shift occurs on average
every 40 days. For o,,
ol ~1IG(0}/2,55/2)

12



with o7 = 20 and S, = 60. This implies a prior mean of 3.33 and variance of 1.39, approx-
imately ®. Finally, we use a diffuse prior distribution for the initial states oy = (hq, p1y),
ie.,

oy ~ N(0, P) with P = Diag(1 x 10° 1 x 10).

The sensitivity of the results to the specifications of the prior distributions will be discussed.

5 Filtering, likelihood evaluation and forecasting

We now discuss issues related to filtering, likelihood evaluation and forecasting conditional
on estimated parameters. With some abuse of notation, we use 6 to denote the estimates,
which can be the posterior means or medians. Let X; = (z1,...,2¢)" denote the vector of
returns up to time t. The issue of interest is to obtain the filtered signals, (ay|X;,#), the
p-step ahead predicted volatility, exp(ayp)|X¢, 0), and the likelihood function upon which

diagnostics will be based.

5.1 Filtering

The objective of the filtering procedure is to obtain a sample of draws from (| Xy, #), recur-
sively for ¢t = 1,...,n. Then, the filtered signal F(exp(a;)|X;,0) can be computed by taking
an average over those draws. Formally, the link between the distribution of (41| X;11,0)

and that of (ay| X}, ) is given by, using the Bayes’ Theorem,

f($t+1|04t+17Xt7 9)
f($t+1|yt; 9)
f(@ega]aggn, X,

B f(x41] X3, 0) ) /f(ozt+1|0zt,Xt,Q)dP(atLXt,Q)‘ (10)

This is not directly useful since it involves an integral which can not be evaluated analyt-

f(at+1|Xt+1>9) f(at+1’Xt70)

ically. A solution is to use the particle filter, as in Gordon, Salmond and Smith (1993)
and Kim, Shephard and Chib (1998). Particle filtering is a technique for implement-
ing recursive filtering by Monte Carlo simulations. The main idea is to evaluate the re-
quired density by a set of random samples with associated weights and to compute esti-
mates based on these samples and weights. The approximation error can be made arbi-
trarily small by using a large number of samples. More specifically, the required density

f(apy1]Xi41,0) can be represented as random samples from f(a;y1]|X;,0) with associated

3Specifying prior distributions for p and oy, that allow frequent jumps of small magnitude would essentially
lead to a random walk model, which is undesirable in our context.
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weights given by f(zi1|awr1, Xi, 0)/ f(x441|Y:, 6). Using (10), for a given sample of M draws
)

ag (j =1,..,M) from (ay| X}, 0), samples from f(c41|Xy,0) can be obtained by drawing

from f(ayiq |a§j ), Xy, 0), whose distribution depends on whether a jump occurs at time ¢, and

is given by
(Oét+1’a§j)>Xt> ) ~ 0 Wy + (1 — 04) Wy (11)
with
¢ 0 ) 012) 0
Wlt ~ N atj )
0 1 0 o?

Wgt ~ N ¢ Oét‘,

The associated weights are given by

) _ f($t+1|a§i)1,Xt,0)
t+1 — - ,
Zjﬂil flamlaf), X, 0)

where
f(It+1’04£j+)17 Xi,0) = N(0, eXP(hgr)l + :ugr) )-

5.2 The likelihood function

The conditional density function f(z;.1]|X}, #) does not have a tractable analytical represen-
tation but it can be approximated using Monte Carlo simulations. Note that if one has a

random sample from the joint density

f('rt-i-l?at—i-laata |Xta0) (12)

one can then recover the marginal density f(z;1]|X,60). To sample from (12), we use the

relationship

f(ﬂft+1a Ay, O, |Xta ‘9) = f($t+1|04t+1> g)f(at+1|at9)f(at> |Xt> 9)-

First, given a sample of draws a,gj) (j=1,..,M) from f(oy|Xy,0), we draw agi)l from (11).
Then, f (mt+1|a§i)1, ) can easily be computed. Accordingly, f(z;11]|X¢,0) can be estimated
by

M

1 4

5V Z f(xt+1’ag-)17 X, 0)
j=1
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and the likelihood function can be approximated by

n M
H (% Z f(xt+1|051(€j+)1’ Xt7 6))

t=1 7=1

The approximation can be made precise choosing M large enough. With this likelihood

function, various diagnostics can be constructed.

5.3 Forecasting

We now discuss the construction of the one and multiple-step ahead predictions for the
density f(auy,|Xt,0), the volatility E(exp(auip)|Xt, 0) and the log volatility ay.,.

The predictive density f(auip|X:,0) can be obtained in the same way as in Jacquier,
Polson and Rossi (1994). Let oy = (ay41, ..., u4p)’ denote a vector of future states and let
xf = (T441, ..., Teyp) denote a vector of future returns. The key insight is that, if z; were
known, it would then be possible to draw from f(af|zs, X;,0) and f(z¢| X, af,0). This
suggests to augment the data by x¢. More specifically, the procedure is the following:

1. draw from f(z¢| Xy, ay,6), which is straightforward since

2| X1, o, 6 ~ N(0, Diag(exp(ay)));

2. draw from f(ay|zs, Xt, 0), which can be done using the algorithm developed in Section
4.1, in particular steps 2 and 4;

3. repeat steps 1 and 2 to generate a random sample.

Let (&Scl), . a; ) denote the resulting vector of M draws. The predictive density can
be then be estimated using a kernel smoothing method.
We now the problem of predicting volatility. The minimum mean squared error (MSE)

estimate of the of the p-steps ahead forecast of volatility can be approximated by

E(exp(aiyy)| Xt,0) Z exp( ozt+p

and the estimate of the average over the one to p-steps ahead forecasts is

p

p
Z eXp [eTAW; |Xt, % Z Z €xp at—H

=1 i=1 j=1
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Again, these approximations can be made precise by choosing M large enough.

If level shifts are expected to be rare, as will be the case in our applications, it is sensible to
ignore them when forecasting, especially since their timing and magnitude has considerable
uncertainty. The algorithm then substantially simplifies and simulations for the predictive

density are not needed for the volatility forecasts. This is so because then
Utrp = My,
p .
ht+p = ¢pht + Z ¢Z_1avvt+p—ia
i=1
and the predicted volatility p-steps ahead is
E(exp(herp + pryy )| Xe) = E(exp(hoyp + )| X2)

p
= E(exp(#’ht + oy Z (blilavUter*i)’Xt)

i=1
= E(exp(@”hy + )| X0) | | E(exp(6 opvisy )
=1

¢2272

= Eexp(@he + )| X0) [[exp(572), (13)

=0

where the last equality follows using the normality assumption for v;. Note that E(exp(¢’h,+
;)| X¢) can be evaluated using the particle filtering method.

If the issue of interest is to predict the logarithm of volatility, E(cy,|X}), then informa-
tion about the predictive density is not needed regardless of whether out-of-sample shifts are
allowed. Define T' = diag(¢, 1), then,

E(0115/X,, )
= E(TPay+ TP "Hyuy + TP ?Hysqwerr + oo+ Hyppoatsp—1| X4, 0)
= TPE(u|Xy,0),
and the quantity E(oy|Xy,0) is already available from applying the particle filtering. This

result follows because the distribution of the level shifts are assumed to be symmetric about

Zero.

6 Simulation evidence about the performance of the method

In this Section, we assess whether the estimation method can produce informative results.

The key issue of interest is whether, for practically relevant cases, the procedure is able to
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detect level shifts when they do occur, and whether it tends to report spurious shifts when the
process does not have any. To this end, we simulate processes with and without level shifts
and examine if the results can yield the correct characterization of the process. To make
the set up practically relevant, the parameters used for the simulations are those obtained
using the S&P 500 returns for the sample period 1980.1-2005.12 to be discussed in more
details below. For processes with level shifts, the parameters values are the posterior means
obtained from estimating model (4) using the algorithms and priors presented earlier. For
processes without level shifts, the posterior means are obtained estimating (3) with the same
data using the priors and algorithm of Kim, Shephard and Chib (1998). The simulations
uses samples of size n = 2000, 4000, and all relevant statistics are obtained using 5000 draws
with the first 3000 discarded. The code was written in OX with the aid of the SvPack 2.0
developed by Neil Shephard. The seeds used for the random numbers are the default values
set by the software package OX.

Consider first the case with level shifts. The series are generated using (4) with ¢ =
0.953,0, = 0.148, 0, = 1.679, 0, ~ B(1,0.00187) and (hy, y1) = (0.450, —0.210). The values
correspond to the posterior means from estimating the model (4) as discussed in more details
in the next section. Figure 3 presents the result from a typical realization with n = 2000.
The series contains two shifts, with the second negligible in magnitude. The model captures
both the magnitude and the location of the first shift (see Figure 3.b). The posterior mean
of the shift probability, see Figure 3.c, shows that the shift is significant and the location is
precisely estimated. The estimated model also successfully extracts the overall signal, see
Figure 3.d. The posterior densities (Figures 3.e-3.h) are correctly centered and present clear
evidence that the data are informative about the parameters of interest. The correlograms
show that the algorithm performs well in generating invariant distributions: draws for p and
o, are close to being independent, while draws for the AR(1) parameters, ¢ and o,,, exhibit
correlation which basically vanishes after lag 50. We also tried different initial values and
examined different realizations; the patterns were the same. Figure 4 pertains to the case
with n = 4000 for which more shifts occur but with similar general conclusions.

Consider now the case with no shift. The series are generated using (3) with ¢ = 0.986,
0, = 0.123 and p = —0.297, which are the posterior means from estimating the model (3).
Figures 5 and 6 present the results for n = 2000 and n = 4000, respectively. They show
that the estimation procedure does not report spurious shifts, in the sense that the posterior
mean of the shift component is essentially zero and the probability of shifts is negligible.

Overall, we can conclude that the estimation method is reliable.
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7 Applications to S&P 500 and NASDAQ returns

In this section, we use our model to study the volatility of the S&P 500 and NASDAQ daily
returns during the period 1980.1-2005.12. The following issues are discussed: a) the posterior
distributions of the parameters using the full sample; b) whether the model evaluated at the
posterior means can replicate keys features of the data; c¢) an assessment of the forecasting

performance relative to other popular forecasting models.

7.1 The posterior distributions based on the full sample

The priors discussed in Section 4 are used and the posterior distributions are generated based
on 5000 draws with the first 3000 discarded. The parameter values used to start the chains
are: ¢ = 098,07 = 0.01,07 = 5,p = 0.005,w; = 494 (t = 1,...,n) and §, = 1 if t is a
multiple of 50 and ¢, = 0 otherwise. We experimented with different initial values and the
results did not change.

Consider first the results for the S&P 500 daily returns. Figure 7 presents the posterior
means of the level shift and AR(1) components. Figure 8 summarizes the distributions
of the parameters and the correlograms for the draws. Several interesting results emerge.
First, the shifts are rare. The posterior distribution of p has a mean of 0.00187 with a 95%
confidence interval (0.00095 0.00301). In terms of durations, this implies that on average a
shift occurs every 535 days (with the 95% confidence interval being (332, 1053) days). The
results are substantially different from the prior which implies an average of one shift per 40
days, indicating that the data are informative about this parameter. Second, although rare,
the level shift component is quantitatively the most important. To see this, consider the
following decomposition, with @&, @ and h denoting the sample means of the corresponding
processes,

ay=a+ (uy —a)+ (hy — h).

The quantities

Sy = 0SS (e~ B 140

measure the relative contributions of u; and h; to the overall variation in the volatility.
Their values are 0.52 and 0.21. This is a strong result which indicates that the dominant
contribution of the time-variation in the volatility consists of movements with an horizon
of more than one year. In light of this, a standard SV model can only captures a narrow

piece of the picture. Finally, with respect to the AR(1) coefficient, the posterior distribution
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has a mean of 0.954 with a 95% interval (0.929,0.970). This shows that the short memory
component is indeed much less persistent when level shifts are accounted for, as typical
estimates of standard SV models are very close to 1. Indeed, the half life of a typical shock
is only about 14 days with a 95% confidence interval of (9.4, 22) days. This contrasts strongly
with the estimate obtained using the SV model for which the posterior mean implies a half
life of 49 days with a 95% confidence interval of (31, 86) days.

A close look at Figure 7 suggests that the shifts often coincide with important events.
The first shift occurred in August 1982, which is often referred to as the start of the five
year bull market, and was followed by a brief period of relatively high volatility that ended
in March 1983. Then the market returned to a volatility level that was roughly the same as
before August 1982, until the market was hit by the Black Monday in 1987, the end of the

five year bull market. The following table shows the filtered estimates of u; around Black

Monday.
Date (Weekday) Uy
Before 10/9/1987 (Friday) -0.26
10/12/1987 (Monday) to 10/16/1987 (Friday) 2.21
10/19/1987 (Monday) to 10/26/1987 (Monday)  3.53
After 10/27/1987 (Tuesday) 1.01

The results are quite informative. First, the market was already showing signs of unusually
high volatility one week before the crash occurred. Second, the mean level of volatility further
increased on Black Monday and the high volatility lasted one week until 10/26/1987. The
volatility then suddenly decreased on 10/27/1987 and the new regime lasted until Monday
1/18/1988 when the market returned to a volatility level comparable to that prior to the
crash. The market entered a long period of low volatility starting April 1992. The volatility
started to increase in June 1996, which is close to and pre-dates the Asian financial crisis
(note that Southeast Asia’s export growth slowed dramatically in the Spring of 1996 and the
crisis was triggered July 1997 in Thailand). Here, however, the transition is more gradual and
the increases continued until July 1998. A sudden decrease in volatility happened between
June and July 2003 and this new regime has persisted to the end of the sample.

For the NASDAQ returns, the results are summarized in Figures 9 and 10. The conclu-
sions are similar to those for the S&P 500 returns. The ratios defined in (14) are 0.34 and
0.16, which again indicates that the level shift component accounts for most of the variability

in volatility. The posterior distribution of the probability of shifts has a mean of 0.00160
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with a 95% confidence interval (0.00062 0.00305). In terms of durations, this implies on
average one shift every 625 days (with 95% confidence interval of (328, 1608) days). The
estimates of the level shift component are remarkably similar to those for the S&P 500 index.
This suggests that common underlying causes affect the volatility of the two markets. With
respect to the AR(1) coefficient of the short-memory component, the posterior distribution
has a mean of 0.909 with a 95% interval (0.879,0.935). This estimate again implies much
less persistence than those typically reported using SV or other models, with the half life of
a typical shock being only about 7 days with a tight 95% confidence interval of (5.4, 10.3)
days. This contrasts strongly with the estimates obtained using the SV model for which the
posterior mean implies a half life of 28 days with a 95% confidence interval of (22, 40) days.

7.2 Does the model explain key features of the data?

Two issues are considered. First, we provide some standard diagnostic statistics to assess the
quality of the fitted process. Second, and more importantly, we simulate artificial samples
using the estimated parameter values (using the posterior means). These allow us to examine
whether the model explains the key features of the data shown in Figures 1 and 2 pertaining
to the pattern of the log-periodogram estimates of the long memory parameter as a function
of the number of frequency ordinates used and the full sample autocorrelation function.

Figure 11 presents a normal QQ plot and the autocorrelations for various transforms of
the estimated residuals for the model fitted to the S&P 500 return series. The QQ plot shows
that the residuals are slightly skewed to the left but otherwise having close to a standard
normal distribution. We experimented with different subsamples and the results were the
same. The autocorrelations suggest that no significant correlation remains in the log and
power transform of the standardized returns (x;/o;).

It is sensible to argue that these diagnostics are limited. To better understand the
implications of the model and better assess differences from others, we examine the time
and spectral properties of the simulated samples. To this end, 500 samples of size n = 6564
are generated, using ¢ = 0.953,0, = 0.148,0, = 1.679,6; ~ B(1,0.00187) and (hy,p,) =
(0.450, —0.210). For each simulated sample, the autocorrelations were computed for all lags
between 1 and 6563, and we computed the log-periodogram estimates of the long memory
parameter using a wide range for the number of frequency ordinates used. The averages over
the 500 samples are reported in Figure 12. They generate a pattern that closely resemble
those of the actual data as depicted in Figure 1. To the best of our knowledge, there is no

convincing evidence to the effect that a stationary short or long memory model is able to
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reproduce such a match. Hence, we believe this is an interesting and important result that
clearly indicates the relevance of our model for describing the volatility of the return series
analyzed. Similar results were obtained when using the NASDAQ series, the details of which

are omitted.

7.3 Forecasting volatility for S&P 500 and NASDAQ daily returns

We now consider one and multiple-step forecasts for volatility using a setup similar to that
used by Starica and Granger (2005). For our level shift model, the first 2000 observations
are used for the initial estimation, and the model is re-estimated with the addition of 20
observations and forecasts are made for horizons up to 20 days ahead. The process is
continued and values recorded. This forecast specification is labelled as recursive. For the
standard SV model, two specifications are examined: a) rolling window forecasts with the
window size fixed at 2000; and b) recursive forecasts as described above. We consider rolling
window forecasts for the standard SV model to allow it to accommodate to nonstationarity
to some extent. This is not relevant for our level shift model since the issue of nonstationarity
is automatically taken into account.

The comparison is based on the Mean Squared Error (MSE) criterion (see Hansen, 2006,
for a justification). Let &7 ,; denote the forecast j days ahead. The forecast for volatility at

horizon p is then given by

An unbiased estimate for the volatility at horizon p is given by the squared returns, i.e.,

p
2 2
Top = D Tikg
j=1

which suggests to estimate the MSE by

n

MSE(p) =Y (67, —17,)"
t=1
For p > 1, this measure involves averaging in order to cancel to some extent the idiosyncratic
noise in the daily data, with the hope of obtaining a better measure of the quality of the
forecasts. Note that rtzvp contains large outliers which may have overwhelming effect on the
measure M SE(p). To avoid this, we discarded observations whose absolute value were above

6%. As a result, we only lose 8 observations for the S&P 500 series and 10 observations

21



for NASDAQ series. This leaves 6556 observations for the S&P 500 series and 6554 for the
NASDAQ.*

Figure 13 presents the MSE of the forecasts obtained with the level shift model relative
to those obtained from the SV model. For the S&P 500 returns, the forecasts from both
models are essentially the same, with the relative MSEs ranging between 0.95 and 1.09.
For the NASDAQ returns, the level shift model performs noticeably better with the relative
MSEs ranging between 0.70 and 1.05. The improvement occurs mainly for forecast of less
than 10 trading days ahead.

These results are important since not only does the level shift model provides a better
description of the data in sample, it does so without sacrificing the forecasting performance,
even increasing it. Hence, the addition of the level shifts appear to be a genuine element
present in the data and not simply a feature that allows a better in-sample fit. This is
in contrast to the common perception that structural change models are not useful for
forecasting °.

We conjecture that forecasts for longer horizons could be further improved by explicitly
modelling the sign of the shifts and by allowing for out-of-sample breaks. Such extensions are
clearly non-trivial. Our results, nevertheless indicate that it is worth pursuing investigations

along these lines, and we hope to report results to that effect in the near future.

8 Conclusion

We considered methods of inference and forecasting for a stochastic volatility model with
random level shifts. We showed that a very simple stochastic volatility model that incorpo-
rates a random level shift component as well as a short-memory one indeed provides a better
in-sample fit of the data and produces forecasts that are no worse and sometimes markedly
better than standard stationary short or long memory models. The results are encouraging
because the model can be extended in several directions to provide a better explanation of
the time series structure of volatility and improve its forecasting performance. This could be

done by making the sign, the magnitude and the probability of shifts a function of various

41f no observation is discarded, for the NASDAQ series the forecast MSEs of our level shift model ralative
to the SV model are between 0.54 and 0.96 and for the SP500 are 1.10-1.54. A closer examination shows
that the result is indeed dominated by a few extremal observations and the relative MSEs stablize once they
are excluded.

5Pesaran, Pettenuzzo and Timmermann (2006) provide another interesting example, in which they con-
sider the forecasting of the U.S. Treasury bill rates. They find that accounting for structural changes leads
to better out-of-sample forecasts compared to a variety of alternative methods.
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covariates. This would allow the possibility of forecasting future level shifts. These exten-
sions are not trivial though, but we feel our results point to the need for future work along

these dimensions.
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Appendix 1: The Gibbs sampler and data augmentation

Suppose that the objective is to obtain a sample from the posterior distribution of
0 = (64,...,0,) given by f(64,...,0,|X). In practice, it is often difficult or impossible to sam-
ple directly from the joint distribution. The Gibbs sampler allows one to achieve the same
objective by iteratively sampling from the univariate distributions, which is often straight-
forward. The basic steps involved are as follows, where without loss of generality, we let
p=2.

1. Consider a set of initial values, say, 6] and 69;

2. Draw from the univariate distribution of #; conditional on 69, i.e., f(61|X, 63). Denote
the draw as 6};

3. Draw from the univariate distribution of #, conditional on 61, i.e., f(65|X,#1). Denote
the draw as as 0y;

4. Repeat steps 2 and 3 M times with the value of the conditioning variable updated
sequentially.

For the general case with p variables the draw in each step is obtained conditioning on all
but one parameter. Under mild conditions, the random samples obtained converges weakly
to the joint distribution of interest; see Geman and Geman (1984).

The method of data augmentation is useful when a latent process is involved and it is
difficult to sample from the univariate distributions. For illustration, consider the following
simple process

r; = exp(hy/2)ey,
]’Lt+1 = tht—i—(%vt.

In this case, if h; were known, sampling would be straightforward since

f(91|X7h’02) = f(01|h702)7
f<92|X7h791) = f(92‘h791)7

and the structure essentially reduces to an AR(1) model. This suggests to augment the data
by h, i.e., treating the elements of h as additional parameters to sample from. This leads to
the following Gibbs Sampler with data augmentation:

1. Consider a set of initial values, say, 9(1), 98 and h;
2. Draw h' from f(h|X,69,65);
3. Draw 6’% from f(91|h1,«93,);



4. Draw 6} from f(05|X, A, 6%);

5. Repeat steps 2 to 4 M times with the value of the conditioning variable updated
sequentially.

This method can easily be extended to cover more general cases.

Appendix 2: The mixture of Kim, Shephard and Chib (1998)

As stated in Section 4, we approximate the distribution of £ by the following mixture of
normals

K
8: Nd quN(m“ 012)
=1

We set K = 7 and the parameters p;, m; and o used are those suggested by Kim, Shephard
and Chib (1998) as described in the following Table.

2

) Di m; o;

1 0.00730 -10.1299 5.79596
2 0.10556 -3.97281 2.61369
3 0.00002 -8.56686 5.17950
4 0.04395 2.77786 0.16735
5 0.34001 0.61942 0.64009
6 0.24566 1.79518 0.34023
7 0.25750 -1.08819 1.26261

Appendix 3: SV model in state space form and the Kalman filter
To simplify notation and relate the model to the state space modelling framework, we
write the model as follows:

Yy = Zou+ G, (A.1)

a1 = Ty + Hyuy,
where, with w; the state of the mixture, the observations are

yr = log(} + ¢) — E(log <),
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i)', the innovations are u; ~ i.i.d. N(0, I3), the coefficients are

the state vector is ay = (hy,
Z=(1,1), Gy = (6(wy),0,0), and
0 0O o, O
T = ¢ ; Ht = y
01 0 0 0'17(515

with the initial distribution of the state vector given by oy = 0 and a; ~ N(0, P), where
P can be made large to reflect the effect of a diffuse prior. In our applications, we use
P =1 x 106.

Model (A.1) is a linear Gaussian state space model conditional on the probability of
jumps p, the realizations of the jumps 0 and the mixture w. The standard Kalman filtering
algorithm to construct the likelihood function can then be applied without modification.
The detailed steps are as follows. As a matter of notation, let

ag = E(at|y17'”7yt—1)7
Pt = E(at—at)(at—at).

Then, for t = 1,...,n, the Kalman filter uses the following recursions (see, De Jong, 1991,
De Jong and Shephard, 1995):

€t = Yt — Za’ta
Dt - ZPtZ/—i—GtG;,
K, = (TBZ’)D;l,
ary1 = Tay + Kyey,
Py = TP(T - K,Z) + H,H.,

with the initialization a; = 0 and P; = P. To obtain further insight consider the situation
where there is no jump at ¢. Then,

0 o, O
Ht = )
0 0 0
which implies that
!/ ! ! 0-12] 0
Py =TPL,+HH =TPL, +
0 O

Hence, the prediction error of p, ; is the same as that of y, since there is no jump at ¢,
and no additional information is added. If a jump occurs, then j, ., and p, are, in general,
different but the prediction of a;; is the same regardless of whether a shift occurs, because
the mean of the level shift process is zero. Since the only matrix inversion involves D;, which
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depends on the shifts only through P;, no degeneracy is implied by the shifts. This, however,
will not be the case when sampling from the posterior distribution.
Appendix 4: The simulation smoother.

In this appendix, we discuss the algorithm to sample from

f(Ra a1‘¢> Ov, 0777 57w7 y) = f(R‘¢> Ov, 0777 57("-]7 y)f(al‘¢7 Ov, 0777 57w7 Y, R) (A2)

We use an extension of the simulation smoother developed by De Jong and Shephard (1995).
Let e;, D; and K, be the output obtained from applying the Kalman filter as discussed in
Appendix 3, and define F; for t = 1,...,n, by

010
,ifgtzl,
F, = 001 (A.3)

(010), ifs=0

Then, starting from r, = 0 and U,, = 0, we apply the following backward recursion for
t=n,n-—1,..,1,

C, = F(—-HUH)F, 2z N(0,C),
Vi = FRHUL,

ri1 = Z'D;tei+ Liry — V/C; 2,

U1 = Z'D;'Z+ LUL, + V/C; 'V,

where Ly =T — K;Z. We also draw z; ~ N(0,1) independent of z if §, = 0, and store

FiHry + z, if o, =1,
R, = tH Ty + 2 t (A.4)
(EH;?} + Zt, Z:)/, lf 575 = 0.
Finally, we set a; to
) = PTo. (A5)

Then, the values of R and a; obtained yield draws from the desired posterior distribution.

We shall prove the validity of this algorithm. The proof proceeds along the lines of
De Jong and Shephard (1995, p. 348-349) and involves verifying that their conditions are
satisfied in our context. All the subsequent arguments are understood to be conditional
upon (¢, o, 0,,0,w) and we shall make explicit notice only when conditioning upon other
variables. Let ¢, = (v, m,)’, fort =0,1,...,n, then R = (¢4, ..., p,,). The target distributions
to be generated are:

OelY, Prits s Py for t =0,...,m, (A.6)
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and

aly, 9o, s on = E(@oly; 015 #5)- (A7)
We need to show that the first and second moments of (A.6) and (A.7) correspond to those
of (A4) and (A.5). Let &, = Fiu; (t =0,1,...,n) with F; defined by (A.3). If §; = 1, then
&, = ¢y, otherwise &, is a subset of ¢,.

Consider first the case with ¢ = n. A jump occurring at time n affects the system starting
at n+1, hence it is not identified based on a sample of size n. Indeed, both specifications of Fj,
lead to the same result. To see this, using cov(e,) = D, ! and cov(uy,, e,) = cov(u,, Gou,) =
G! , we have,

E(&ly) = E(€le) = E(§alen) = cov(&,, e0) Dy en = Frcov(un, en) Dy en = 0

Hence, &, |y has the same distribution as F,, H) r,, + z, which implies that ¢, |y has the same
distribution as R,,. Now consider the case with ¢t < n. Let

a = & —E&|y, &, -6, fort=0,...,n—1,

Then, using the relationship between ¢, and &,, we have

E(€t|y7wt+17"'v¢n)a lfét: 1a

E(@ulys fri15 - 00) = o
<E<€t’y>gpt+17"'v90n)70)> lf(Swf:O-

In both cases, it is sufficient to study E(&,|y, 11, ---, ¢n). We have,

E(€t|y7 Prt1s oo Son) = E(€t|y17 €155 €0y Praty oy Qon)
= E(&les - en, @iprs )
= E(ft’eh"'7en7€t+17“'75n)

n n

= ZE(£t|es)—|— Z E(&es)

s=t+1

= E(&le) + Y {E(Gles) + E(&les)}

- Z {cov(&,, e5)D; ey + cov(&y, e5)var(es) Tes},  (A8)

s=t+1

where the first equality holds due to the Gaussian assumption, the second due to the uncor-
relatedness of u;, the third due to that fact that if there is no jump at time s the value of 7,
does not affect the likelihood function, the fourth due to E(&,|e;) = Fycov(uy, e;)var(es) e, =
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(F,G))var(e;) e, = 0, the fifth due to the fact that the variables in the information sets are
mutually orthogonal. Concerning the variance of ¢,|y, ¢,,1, ..., ¢,, we have

var (&Y, @ity - Pn)s if 0, =1,

!/

UaT(thky, 90t+17~-790n> = X .
Diag(var(&;|y, Pra1s o ©,), 1), if§, =0.

Again it is sufficient to study var(&,|y, i1, .- ©,). We have,

UGT<§t|y7 @t—&—l) (RS 90n> = COU(ft - E(€t|ya <)Ot—i—lv A Qon)7 é.t)
= FtFt - COU<E<£t|y7 §0t+17 3] Qon)a gt)

= F,F, — Z {cov(ft,es)Dglcov(es,ft) —I—cov(ft,es)var(es)_lcov(es,@gp)

s=t+1

To study (A.8) and (A.9), the key is to verify the following results for s > t,

600(65757&) = ZLs,t-i-lHtFt/a (A]_O)
cov(es, §) = —ViLsp HiF, (A.11)

where the matrix L, ; is given by the product
LS,j = Ls—lLs—2---Lj, forj=1,....t —1,

and L, is the identity matrix (s = 1,...,n). The result (A.10) was shown by Koopman
(1993, p. 124) and (A.11) can be proved following De Jong and Shephard (1995, pp. 349).
The proof is complete.



