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Abstract

Internal language or “codes” constitute an important part of the shared, tacit understanding jointly held by members of a group or organization.  This shared understanding is often an integral part of an organization’s culture.  Using the paradigm developed by Weber and Camerer (2003) to study such codes in the laboratory – as a simple metaphor for organizational culture – we explore the interaction between code development and firm structure in determining firm performance.


Subjects in our experiments perform a repeated task in which one subject (the “manager”) has to get a group of other subjects (the “employees”) to identify a series of pictures by describing only the content of the pictures.  To perform this task efficiently, laboratory “firms” must develop a set of codes.  In the experiments, we use a very simple treatment variable – we vary the degree of centralization or hierarchy in our firms by either fixing the role of manager on one subject or rotating it among all subjects.  Across three experiments, we then examine the performance of the two different kinds of firms (centralized/hierarchical vs. decentralized/egalitarian) in three areas of significance to real firms: environmental change (new pictures), expansion (new employees), and organizational identification and cooperation.  We find that the centralized / hierarchical firms develop codes more rapidly and deal better with change.  However, decentralized / egalitarian are better at assimilating new entrants.  We also find that the decentralized / egalitarian structure produces slightly more favorable attitudes towards the group but not greater contributions to a firm public good.  Finally, we also find that a large part of the differences in performance are due to differences in measurable aspects of the codes the groups developed earlier in the experiment.
I. Introduction

The studies reported here examine the impact of managerial structure on various dimensions of organizational performance.  We are particularly interested in how managerial structure interacts with organizational “codes” – which can be viewed as a simple metaphor for organizational culture – to influence performance.    Internal codes are the short terms or phrases that possess a unique and well-understood meaning for everyone inside the group or organization, but are not accessible to outsiders (Arrow, 1974; Barley, 1983; Cremer, 1993; Cremer, Garicano & Pratt, 2003).  Codes typically develop through shared experiences by organizational members, meaning that they are usually idiosyncratic and vary between organizations (i.e., two otherwise identical organizations might possess entirely different codes referring to the same thing).  These codes allow the rapid and efficient conveyance of information between people inside the organization, and therefore provide a source of efficiency.
Codes also serve as a simple metaphor for the rather complex construct that is organizational culture.  While agreement on a precise definition of organizational culture has proven difficult, there are a few important elements shared by most definitions.  Culture is usually thought of as a general shared social understanding, resulting in commonly held assumptions and views of the world among organizational members (Wilkins and Ouchi, 1983; Schall, 1983; Rousseau, 1990; Schein, 1983).  Culture is developed in an organization through joint experience, usually over long rounds of time.  It is useful because it allows an organization’s members to coordinate activity tacitly and to implicitly understand and predict the behaviors, beliefs, and motivations of others within the organization (Kreps, 1990).  Several of the above elements of culture are very similar to aspects of organizational codes (Schall, 1983; Schein, 1983; Ott, 1989; Cremer, 1993).  Both involve a tacit, shared understanding among members of an organization.  Both tend to arise through repeated interaction among organizational members, and result in coordinated behavior among these members.  More generally, language — in the form of codes, symbols, anecdotes and rules about appropriate statements — plays an important role in organizational culture, both in the sense that language shapes the way people think and what they can communicate and also in the sense that language reflects values and beliefs jointly held by individuals in a culture.
  Of course, culture is much more complicated – and includes much more – than organizational codes.  Our point is not that codes are the same as culture, but instead that organizational codes are similar to culture in important ways and represent a part of it.
In our experiments, a code is a specialized homemade language that simple laboratory “firms” develop to solve a task.  In the task, a group of subjects with the same set of pictures have to learn to jointly identify a subset of the entire set of pictures.  To do this, they must develop tacit shared knowledge, creating a common way to quickly describe the pictures so that a “manager” subject can guide “employees” to pick the pre-specified subset.

Our experiments explore the relationship between the development of codes and organizational structure on the performance of simple laboratory firms.  In particular, we explore two kinds of organizational structure: centralized/hierarchical and decentralized/egalitarian.

An important source of organizational heterogeneity is the degree to which power is centralized and hierarchical or decentralized and egalitarian.  Variation along this dimension indicates the extent to which power, authority and responsibility are shared equally among all (or most) individuals in an organization or held only by a few leaders.  It determines the extent to which discussion is encouraged and input from subordinates is welcome.  Variation along this dimension is also often an important element of organizational culture.
At one extreme on this dimension, centralized or hierarchical organizations vest most power and authority in the highest levels of management.  Such organizations typically believe that communication should largely flow down from supervisors, chiefly in the form of orders to be followed by subordinates.  Little or no dissension from subordinates is tolerated, and their input is rarely sought when decisions must be made.  Communication largely flows from higher levels to lower ones.  Hierarchical leaders may believe that “the only way to manage a growing business is to supervise every detail on a daily basis” (Schein, 1983, p. 14).  To give an example, Lawrence and Lorsch (1967), discuss a centralized organization where “the traditional method of resolving conflict in this company is by taking it upstairs” (p. ??).
  
At the other extreme, in a decentralized or participatory organization power and authority are shared (relatively) equally among large numbers of members of the firm.  Formal leaders of such organizations frequently vest significant authority and power in subordinates and regularly seek their input in developing ideas and solutions to problems.  Communication typically flows both from the top down and from the bottom up.  As Schein (1983) argues, egalitarian firms may be based on the notion that “ideas can come from anywhere in [the] organization, so [it] must maintain a climate of total openness” (p. 14).  In case studies, Lawrence and Lorsch (1967) find examples of decentralized organizations where “top management had told [lower-level managers], ‘We want you to decide what is best for your business, and we want you to run it.  We don’t want to tell you to run it.’” (p. 144).

Our experiments explore how variation on this dimension of organizational structure interacts with the development of codes to influence outcomes.  Our treatment variable is simply whether the role of manager – who does most of the communicating in our experiment – remains fixed on one subject (“Fixed firms”) or rotates among each member of the group (“Rotating firms”).


We conduct three experiments, in each of which the first part (20 rounds) is identical.  In this first part, a group of four subjects performs the picture-naming task for 20 rounds in either a Fixed or Rotating managerial structure.  In each round, the employees need to identify which four pictures (out of eight total pictures) have been shown to the manager.

The three experiments differ only in what happens after the first 20 rounds.  In experiment 1, we explore what happens when a laboratory firm experiences environmental change.  We do this by changing the eight pictures.  In experiment 2, we explore the ability of a laboratory firm to incorporate new employees.  In experiment 3, we explore the attitudes of group members towards each other and their willingness to sacrifice personal welfare for the good of the group.  We do this by eliciting ratings of attitudes towards other group members and by having firm members play a public goods game (social dilemma), in which they can choose how much of some private endowment to contribute to the firm.

Before describing the experiments and results in detail, we first describe the picture-naming task and briefly summarize some previous work using this paradigm.  We then present the three experiments.  Next, we explore the role that firm codes play in the relationship between organizational structure and performance.  Finally, we conclude by summarizing our results and presenting some possibilities for future research.
II. A Picture-Naming Paradigm for Studying Organizational Codes

In our experiments, code is a specialized homemade language groups develop to solve a task.  In the task, a group of (usually four) subjects with the same set of pictures have to learn to jointly identify a subset of the entire set of pictures across.  To do this, they must develop tacit shared knowledge, creating a common way to quickly describe the pictures so that a “manager” subject can guide “employees” to pick the pre-specified subset.  

At the beginning of each round of the task, the manager receives a list of numbers corresponding to a subset of the pictures held by everyone (see Figure 1 for an example of a picture).  The manager must then communicate this list to the employees – relying only on the content of the corresponding pictures.  At the end of the round, the employees each have a list of numbers that, ideally, is exactly the list given to the manager.  The goal is to complete the task as quickly and with as few mistakes as possible.
  The employees’ payoff function is an initial payment of $0.60 per round, minus a penalty for the amount of time taken to complete the task and a penalty for “mistakes,” which occur when an employee chooses an incorrect picture (i.e., writes down an incorrect number).  Employees lose $0.01 for each second that it takes to identify the pictures and $0.10 for each mistake.  Once one minute is up, that round ends whether or not subjects have completed identifying all four pictures.  In each round, managers receive the average earnings of the employees.
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Figure 1: Sample experimental stimulus

The picture-matching task in our experiments corresponds to situations in which employees can perform any of several activities, but the correct one depends on some information or knowledge held by managers.  Thus, managers have to communicate the information they possess to employees quickly and accurately.  If a concise natural language to do this does not previously exist, the organization must develop one to efficiently perform.  As a result, we observe many such efficient and pithy codes regularly used by real-world organizations.

As expected, groups initially struggle with this task since no natural unique code exists to describe each picture (Weber & Camerer, 2003).  However, after several rounds each group develops a concise and commonly understood code that allows them to rapidly communicate and jointly identify each picture.  These codes also vary greatly between firms.  For example, the codes that groups in previous studies developed for the picture shown in Figure 1 included “Lady with plant coming out of head,” “Cubeville” and “Uday Rao” (since the man sitting on the left resembled a professor, Uday Rao, from whom they took a class).
These simple codes developed by each firm share some basic elements of corporate culture.  They arise endogenously and through shared experience, they are rarely explicitly codified or written down, they represent the shared mindset, beliefs, or way of viewing the world of organizational members, and they vary greatly between otherwise identical firms.  Of course, these simple codes are only a metaphor for broader aspects of culture.  Culture is usually defined as a system of values and ideals (what’s good), norms (what’s expected) and behavioral conventions (how things are done).  Mutual understanding of what “Cubeville” refers to is obviously a huge simplification of all that culture is.  However, several researchers have observed the connection between the jointly-held meaning of language and culture, specifically noting that a group’s language (codes, symbols, anecdotes) is perhaps the most important and most directly observable aspect of its culture, as it reflects group members’ shared understanding and way of representing the world (Schall, 1983; Barley, 1983; Hofstede, 1984; Cremer, 1993; Lazear, 1999).
  For example, Boroditsky (2001) demonstrates that the way in which Mandarin speakers and English speakers think differently about time (the former typically view time as “vertical” while the latter view it as “horizontal”), is reflected in the way they talk about it.  

Weber and Camerer (2003) originally used this paradigm to study the impact of cultural conflict on merger failure.  In this experiment, laboratory firms – consisting of two members each – separately developed codes over 20 rounds.  The two pairs were then “merged” for 10 rounds in which one manager communicated with two employees.  As expected, differences in idiosyncratic code led to consistent decreased performance for both employees after the merger.  Moreover, subjects significantly underestimated the difficulty of integrating the two distinct codes and therefore overestimated the performance of the merged firm.  They also attributed failure (due to conflicting codes/cultures) to members of the other firm and blamed them for the decreased performance.

The point of this previous study is not to claim that the kind of conflict and misunderstanding in these experiments is an exact replication of the kind of cultural conflict experienced by real-world firms merging.  Instead, the point is that even something as simple as distinct codes can give rise to the same kinds of biased beliefs and mistaken attributions that might underlie a lot of problems associated with real-world mergers.  The current study relies on the same approach.  By examining how simple and small laboratory “firms” develop codes and deal with the kinds of problems faced by real organizations, we hope to gain insight into the basic processes that underlie the comparable real-world phenomena.
III. Experiments on code development, managerial structure, and firm performance


The three experiments in this paper deal with the effects of different organizational structures on code development and firm performance.  All three of the experiments are identical in the first twenty rounds.  A firm consisting of four subjects performs the picture-naming task for twenty rounds with the role of manager either fixed on one subject or rotating among all subjects.  After the initial 20 rounds, the three experiments differ: experiment 1 introduces new pictures, experiment 2 introduces a new employee, and experiment 3 elicits attitudes towards the group.

We begin by presenting and analyzing the part that was common to all three experiments (rounds 1-20).  We will then present, analyze and discuss the results of each experiment separately.

A. Performance in a static environment (rounds 1 through 20)


We first explore what differences result from the different kinds of organizations in the first 20 rounds, in which sessions across all three experiments are identical.  To do this, we pool the first 20 rounds in all three experiments.

1. Experimental Design
Subjects were Carnegie Mellon and University of Pittsburgh undergraduate and graduate students who had not previously participated in any other experiment involving this paradigm.  Subjects were recruited from an e-mail list of interested students.
  The e-mail announcement requested that only participants fluent in spoken English sign up.

In every session, four (experiments 1 and 3) or five (experiment 2) subjects arrived at the experiment.  Participant numbers (1-4 or 1-5) were randomly assigned.  In sessions for experiment 2, the subject who received the number 5 was asked to leave and return in one-half hour.  The subject was told that he or she would receive $5 for returning on time.
The remaining four participants received instructions on performing the code-generation task (see Appendix).  They all received the same eight numbered pictures on four sheets of paper.  The pictures were of the same kinds of office environments as those used in Weber and Camerer (2003; see Figure 1).  Subjects were told that in each round there would be a manager and three employees.  The manager would see numbers corresponding to four of the pictures and would have to try to get the employees to reproduce the ordered list of numbers while only referring to the content of the corresponding pictures.

The four subjects were seated at tables facing in opposite directions.  Each employee had a stopwatch.  When a round started, all employees started their stopwatches (the experimenter also kept time).  Once a particular employee wrote down four numbers, he or she stopped the watch and recorded the time.  Once all the employees were done, the experimenter read the correct numbers aloud and subjects recorded whether or not the number they had placed in each position was correct, keeping track of the number of mistakes.
  The payoffs to each employee for completing the task in each round were equal to $0.60 minus $0.01 for each second that it took to complete the task and a $0.10 per mistake penalty.  The manager received the average of the three employees’ earnings.  The experimenter checked subjects’ record sheets to determine the manager’s earnings and to make sure that recording was accurate and that subjects knew how to calculate earnings.

In all sessions, the four participants completed 20 rounds of this task, which took about 30 minutes.  In one half of these sessions (Rotating) the role of manager changed every round according to participant numbers (e.g., participant 1 was manager in rounds 1, 5, 9, etc.), while in the remaining sessions (Fixed) participant 1 was always the manager.

At the end of round 20, every participant filled out a sheet on which, for each picture, they wrote “the word or phrase that best describes the term your group has used to refer to the picture.”  This information was elicited in order to help analyze possible differences in the codes developed and the effects of these differences on outcomes.
  After that, the experimenter read aloud a new set of instructions (see Appendix).  The contents of these instructions differed by experiment and will be discussed later.
We conducted a total of 34 sessions using 160 subjects.  Table 1 presents the number of sessions and subjects by condition and experiment.

	
	Experiment 1: New picture
	Experiment 2: New employee
	Experiment 3: Group attitudes
	Total

	Fixed manager
	5 (20)
	12 (60)
	13 (52)
	30 (132)

	Rotating manager
	5(20)
	12 (60)
	13 (52)
	30 (132)

	Total
	10 (40)
	24 (120)
	26 (104)
	60 (264)


Table 1.  Number of sessions (subjects) by experiment and condition
The experimental treatment above is a very simple way of creating the kind of distinction in organizational structure that we discuss earlier.  In one treatment we have a hierarchical firm structure based on centralization of power and specialization of roles – one subject is always in the role of manager (and, presumably, does most of the talking) while the other subjects are exclusively in the role of employees.  In the other treatment, we have a very egalitarian method for creating codes based on a complete lack of role-specialization – every subject serves a roughly equal number of times in the role of manager.  Note that this implies no change in the way the laboratory task is performed in any round.  Each time, one subject performs the task as manager while the other three serve as employees.  However, even though the distinction between the two treatments is very subtle, this manipulation allows us to precisely introduce the kind of organizational variation in which we are interested into the experiment.

2. Hypotheses

We develop our hypotheses by reviewing related work.  In the most closely related work to ours, Leavitt (1951) examined the relationship between group structure and performance.  In his study, members of five-person groups were given cards that only had one symbol in common.  Each member’s task was to identify the common symbol as quickly as possible, though it is important to note that the experiment featured no contingent financial incentives.  In a hierarchical “Wheel” condition, four peripheral subjects funneled written messages to a central subject who organized the data and responded to each subject.  In an egalitarian “Circle” condition, each member of the group sent written messages to two adjacent subjects.  Subjects in the centralized Wheel condition performed the task faster and with fewer mistakes than subjects in the flatter Circle condition.  Based on Leavitt’s work, we predict that we will observe a similar result in the first 20 rounds across experiments.

H1: The Fixed firms will perform better (measured in completion times, mistakes and earnings) than the Rotating firms over the first 20 rounds.
2. Results

To explore differences between Fixed and Rotating firms over the first 20 rounds, we pool data from all three experiments.
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Using the average across all three employees (i.e., the manager’s earnings) as the unit of observation, we first explore the difference in earnings.  Figure 2 presents the average earnings by round for the Fixed and Rotating sessions.  Average earnings in the first two rounds are the same for both treatments, which is not surprising since there is no difference between the conditions in the first round.  However, in every round after the second, Fixed firms earn more money on average.  If we look at average earnings across five-round blocks, Fixed firms (average earnings: $0.16, $0.34, $0.43, $0.46) make significantly more money than Rotating firms (average earnings: $0.11, $0.27, $0.37, $0.42) in all such comparisons (p < 0.001 in all comparisons, using a one-tailed t-test).  The difference in earnings decreases somewhat for later rounds.  For instance, the difference in earnings in round 20 is only 1.7 cents ($0.473 in Fixed vs. $0.455 in Rotating) and is not significant in a one-tailed t-test (p = 0.236).
Interestingly, there is no difference in the frequency of mistakes between the two conditions (see Figure 3).  Over the first 20 rounds, employees in Rotating firms make slightly more total mistakes per round (0.23) than those in Fixed firms (0.22), but this difference is not significant.  If we again use comparison of five-round averages (the average number of mistakes per round over five rounds for a particular group), we find no significant differences in any five-round block (p > 0.12, in all comparisons using a one-tailed t-test).

The difference in earnings between the two treatments appears to be driven largely by the ability of Fixed firms to complete the task more quickly.  Figure 4 presents the average per round completion times by treatment.  As in Figure 2, the two treatments do not differ much in the first two rounds, but Fixed firms manage to complete the task more quickly on average than Rotating firms in every subsequent round.  Fixed firms take significantly less time in every comparison of five-round blocks (p < 0.01, for all comparisons using a one-tailed t-test).
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[image: image4.emf]Figure 3. Average number of mistakes per period
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An analysis of the first 20 rounds reveals support for our first hypothesis.  Fixed firms perform significantly better than Rotating firms from very early on, though not in the first round.  This result is largely driven by their ability to perform the task more quickly, rather than by an ability to make fewer mistakes.  This indicates that subjects in Fixed firms develop internal codes much more rapidly than subjects in Rotating firms, and that the codes they are developing are more efficient.
We now turn to the separate experiments and evaluation of the unique performance measures in each experiment.

B. Environmental change: Introduction of new pictures (experiment 1)
In experiment 1, we explore the relative ability of the two kinds of organizations to deal with environmental change.
1. Experimental Design

The way we implement environmental change is simple: After round 20, all subjects receive a new set of 8 pictures, also depicting office environments.  Specifically, the four subjects were told that they would perform another 15 rounds of the task in the same manner as before, but that they would receive a new set of pictures, also of office environments.  Subjects then received a new set of pictures and proceeded as before for 15 rounds.  The role of manager continued to be either Fixed or Rotating.

2. Hypotheses

A fair amount of work in business strategy explores the extent to which an organization’s dynamic capability – or ability to change – is influenced by the extent to which information, perspectives and ideas are shared between members of a firm.  Most of this work argues that dynamic capability increases as such sharing increases (Iansiti and Clark, 1994; Henderson, 1994; Cohen and Leventhal, 1990; Lenox, 2002).  The greater the level of integration and sharing that occurs within a firm, the better suited the firm will be to discover new ways of doing things and deal with change.
Organizational researchers have made a similar point.  Utilizing the paradigm from his 1951 study (discussed previously in this paper), Leavitt (1962) conducted classroom experiments in which groups attempted to jointly identify common marbles.  Subjects in the Circle configuration perform better when new “noisy” marbles (of unusual colors) or new ideas on what kinds of messages to pass are introduced.  Similarly, Lawrence and Lorsch (1967) argue that more participatory decision making is better in unstable environments that require a firm to change or adapt.  This is consistent with the above non-experimental work: hierarchical organizations perform better in stable environments, but more participatory organizations perform better in changing environments.

Based on this research, we predict that Rotating firms will initially perform better than Fixed firms when the new pictures are introduced.

H2a: When new pictures are introduced, performance will initially be better in Rotating than in Fixed firms, but this advantage will decrease with time.
Alternatively, there is also reason to believe that the benefits from specialization (seen in the results for rounds 1-20) will allow Fixed firms to respond better than Rotating firms to the introduction of new pictures.  

H2b: When new pictures are introduced, Fixed firms will continue to outperform Rotating firms.
3. Results

Figure 5 presents the average earnings per round for the Fixed and Rotating firms in these sessions. Contrary to Hypothesis 2a, Rotating firms continued to perform worse when new pictures were introduced.  The Fixed firms have higher average earnings in every round after the introduction of new pictures.  If we compare average earnings per session over five-round blocks (21-25, 26-30 and 31-35), Fixed firms perform significantly better in every such comparison (p < 0.05 for all comparisons using a two-tailed t-test).  
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There are two additional interesting observations in Figure 5.  First, even though round 21 is very similar to round 1 (i.e., firms start off with new pictures and no shared code for referring to the pictures) the experience in the first 20 rounds appears to facilitate the development of a code for the new pictures in round 21.  A comparison of the average earnings in round 1 versus round 21 is significant (p < 0.005 for Fixed; p < 0.04 for Rotating; p < 0.001 for both conditions pooled; all using a two-tailed paired t-test).  Therefore, our laboratory firms are not just starting over when new pictures are introduced and are able to transfer some of what they acquire in the first 20 rounds – possibly shared understanding or procedural knowledge – to round 21.
Another interesting observation from Figure 5 is the fact that Fixed firms perform better than Rotating firms in round 21 – the first round with the new pictures (the average earnings in this round are $0.34 for Fixed firms and $0.24 for Rotating firms).  

     In fact, if we compare, Figure 5 suggests that the decrease in earnings associated with the introduction of new pictures appears to be greater in the Rotating condition than in the Fixed (i.e., the gap between the two lines becomes greater after round 20).  While the difference in round 21 earnings is not significant (p = 0.18, two-tailed t-test), this nonetheless suggests the possibility that Fixed firms are better able to retain and transfer the knowledge obtained in the first 20 rounds than Rotating firms.
Finally, as with performance over the first 20 rounds, the difference in earnings appears to be driven almost entirely by a difference in completion times rather than by a difference in mistakes.  Using comparisons of five-round blocks, the pattern of average completion times closely resembles that of earnings (Fixed groups are quicker in every five-round block; p < 0.03 in every such comparison using a two-tailed t-test).  However, Rotating groups do not make more mistakes than Fixed groups (the comparison is not significant for any five-round block, p > 0.48).

The performance of the two kinds of groups following the introduction of new pictures goes against the hypothesis that more participatory organizations are better at dealing with, at least this kind of, change.  Instead, we find evidence that the benefits of specialization evidenced by the performance of the Fixed firms carry over to situations involving changes in the firms’ environment.  This suggests that the advantages of specialization might immediately extend to new related tasks, even when fundamental aspects of the task have changed (i.e., Fixed firms learn codes that are “faster,” and these codes allow them to more quickly describe new pictures).

C. Incorporating new employees (experiment 2)

In experiment 2, we explore how organizations deal with a different kind of change.  Specifically, we explore the ability of our laboratory firms to incorporate new members.
1. Experimental Design

We introduce firm expansion in a very simple way.  We add to the firm a fifth employee, who is never in the role of manager, for rounds 21 through 35.

Recall that in each session of experiment 2, five subjects initially arrived at the experiment.  The participant who drew the number 5 was asked to leave and return in one-half hour.  Participants drawing numbers 1 through 4 remained and comprised the firm for the first 20 rounds.  Upon returning to the experiment, participant 5 was asked to wait outside for a few minutes and received a copy of the instructions to read while waiting.  Before proceeding to round 21, participant 5 had an opportunity to ask questions about the task.  In Rotating manager sessions, the role of manager continued to rotate only among participants 1 through 4, while in Fixed manager sessions, the role of manager remained with participant 1.  Participant 5 was always in the role of employee.

2. Hypotheses


We are particularly concerned with the extent to which the firm can assimilate the new entrant.  Therefore, while we will also explore the effect of this new entrant on the incumbent employees, we will primarily focus on the performance of the new employee.


There is surprisingly little work in economics, organizations, or strategy dealing explicitly with differences in the abilities of hierarchical/centralized firms and egalitarian/decentralized firms to incorporate new members.
  Rajan and Zingales (2001) compare the growth of vertical and horizontal firms in a formal model.  They find that vertical firms will generally grow more slowly because of constraints imposed by past specialization.
 


As with experiment 1, there are two ways to consider the possible effect of centralization and hierarchy on performance.  As the work above suggests, the greater specialization and the fact that codes are generated solely by one person in Fixed firms might make it more difficult to incorporate new employees.

H3a: New employees in Rotating firms will initially outperform those in Rotating firms, but this advantage will decrease with time.
Alternatively, as we have seen in the preceding analysis, the benefits of specialization allow Fixed firms to immediately adapt better to dealing with new pictures.  The same thing could occur with the introduction of a new employee.  The Fixed manager might simply have become better at managing, allowing him or her to more rapidly teach the new employee the code.

H3b: New employees in Fixed firms will outperform those Rotating firms.

3. Results
In comparing the performance of the two kinds of firms to evaluate the hypotheses above, it is worth maintaining a distinction between the performances of two kinds of employees: the incumbent employees who were previously in the firm (“old” employees) and the entrant employees (“new” employees).  Figure 6 presents the average earnings of both kinds of employees.  
As Figure 6 reveals, old employees in Fixed firms continue to make more money than old employees in the Rotating firms following the introduction of the new employee.  If we compare average earnings by five-round blocks for the old employees, we see that the difference in earnings between the two groups is not significant for rounds 21-25 or 26-30 (p < 0.13 and p < 0.12, respectively, using a two-tailed t-test) but is significant for rounds 31-35 (p < 0.06).  Therefore, while there is a decrease in the extent to which incumbent employees in Fixed firms continue to outperform those in Rotating firms, they nonetheless do perform better.
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Interestingly, the pattern is reversed for the new employees.  New employees in Rotating firms make slightly more money than those in the Fixed firms, which is consistent with our hypothesis.  However, this difference is not significant for any five-round blocks (p = 0.18, p = 0.81, p = 0.25, in a two-tailed t-test).  It is worth noting, however, that this difference persists even towards the end of the experiment.  For instance, in the last five rounds (31-35) the earnings of new employees in the Rotating firms ($0.46) are the same as the earnings of the old employees in Rotating firms ($0.46) – meaning that the new employees have “caught up” (p = 0.48, two-tailed paired t-test).  However, the same is not true for the average earnings of new employees in the Fixed firms ($0.41 vs. $0.50; p = 0.02 in a two-tailed paired t-test).
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To understand why this difference persists, we need to consider the completion times time and mistakes for the new employees in the two kinds of firms.  The difference in earnings between the new employees in the two conditions is not driven by completion times.  As Figure 7 indicates, the new employees in the Fixed condition actually complete the task more quickly than those in the Rotating condition.  However, as Figure 8 indicates, the new employees in Fixed firms make more mistakes than those in the Rotating firms.  This is true in every round and approaches statistical significance in all three comparisons of five-round averages (p = 0.09, p = 0.14, p = 0.04, using a two-tailed t-test).  Moreover, after round 30, new employees in Rotating firms appear to make about the same number of mistakes as old employees, while this is not true for new employees in Fixed firms, who continue to average about ten times as many mistakes per round
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The difference in mistakes is at least in part due to the fact that in three of twelve Fixed firms, the manager essentially “gave up” on incorporating the new employee (leaving him or her to guess at some of the pictures and make mistakes), something that never happened in Rotating firms.  In these three sessions, the new employees averaged 1.8, 2.2 and 3.4 mistakes per round over the last five rounds.  The corresponding average was lower than 0.4 mistakes in all of the other 21 sessions (and lower than 0.2 in all Rotating sessions).  However, the difference in mistakes between the two conditions does not appear to be driven entirely by these three sessions.  For instance, if we omit the three sessions, the average number of mistakes in rounds 31-35 is still significantly different (Fixed: 0.18; Rotating: 0.07; p = 0.06 using a one-tailed t-test).  Moreover, the number of sessions in which there were zero mistakes over the last five rounds differs significantly between the two conditions (F: 3 of 12; R: 8 of 12; p = 0.02, Fisher’s Exact).

The results above reveal mixed support for the hypotheses we discussed earlier.  The incumbent (“old”) employees in the Rotating firms continue to do worse after the new employee is introduced, which supports the idea that the more centralized / hierarchical structure is better at dealing with change, as the results of experiment 1 suggest.  However, the new employees in Rotating firms make slightly more money and significantly fewer mistakes than those in Fixed firms.  

While the difference in earnings of the new employees in Fixed and Rotating firms is not significant, the codes developed in Rotating groups appear to be better suited for integrating new employees into the firm.  New entrants in Rotating firms learn the code more quickly and make fewer mistakes, while new entrants in Fixed firms are sometimes completely marginalized by the manager.

D. Attitudes towards the firm (experiment 3)

The first two experiments dealt with firms undergoing change – either environmental change or expansion.  We are also concerned with aspects of firm performance that do not involve change.


One of the central problems faced by firms is how to obtain identification, self-sacrifice, and positive attitudes towards the organization from its members.  For instance, Williamson (1985) notes that an important goal for firms is to generate “consummate” cooperation.”  Similarly, Simon (1991) argues for the importance of “organizational identification” in overcoming cooperation problems in firms.  This experiment explores the relationship between organizational structure and attitudes towards the firm.

One primary source of motivation for exploring this question arose while conducting experiments 1 and 2.  We noticed something counterintuitive: Although members of Fixed groups earned more than their Rotating counterparts, Rotating groups appeared happier with the experience, often talking and joking with each other about the experiment while waiting to be paid.  In sharp contrast, subjects in Fixed groups were quieter and far less eager to talk to each other after their session.  We therefore decided to explore whether we could systematically measure and re-create this casually-observed difference in attitudes towards the group based on managerial structure.

1. Experimental Design
After completing the first 20 rounds, subjects received instructions on a public goods game.  Each subject was given an endowment of 50 tokens to divide between a “Private” account and a “Firm” account.  Each token invested in the Private account returned ten cents to the investor, while each token placed in the Firm account generated a return of five cents to each member of the firm.  Participants were told that they would make only one investment decision, which would remain completely anonymous.
  
After every subject made their investment decision, the experimenter asked subjects to fill out a brief questionnaire while he calculated the payoffs for the game.  The questionnaire asked subjects two questions:

Q1: “How enjoyable did you find this experiment?” and
Q2:  “How enjoyable did you find interacting with the other participants?” 
Subjects rated their response to each question along a 9-point scale, which was labeled not at all enjoyable at point 1, neither enjoyable nor unenjoyable at 5, and very enjoyable at 9.  Once payoffs for the game had been calculated, the experimenter collected the questionnaires and distributed sheets indicating the outcome of the public good game.

2. Hypotheses
As we mention above, the idea for this study arose from the observation that subjects leaving Rotating sessions appeared to be generally more congenial towards each other.  We therefore predict that attitudes towards other group members and contributions to the public good would be higher in Rotating firms than in Fixed firms.  


We also find support for this hypothesis in previous work in economics and organization.  Indeed, other researchers have observed a relationship between participation or decentralization and satisfaction.  Recall that Leavitt (1951) found that hierarchical Wheel groups outperformed more participatory Circle groups on an experimental task.  Interestingly, though, the latter configuration produced higher self-reported satisfaction.  Moreover, consistent with the notion that people want a “voice,” much research shows that people are reluctant to appoint an autocratic leader to deal with group allocation decisions (Samuelson & Messick, 1986; Rutte & Wilke, 1985; Van Vugt, et al., 2004).  Also, a number of studies find that job-related well-being is positively correlated with opportunities for personal control, such as an absence of close supervision or the opportunity to offer input when important decisions must be made (see Warr, 1999 for a review).  
These studies – as well as the casual observation in our previous experiments – raise the possibility that firm structure may directly impact the satisfaction of firm members and their attitudes toward the organization or other members.  Perhaps centralized and hierarchical firms result in greater productivity – as indicated by the results of rounds 1 through 20 – but they might also produce employees that are less satisfied, and are therefore less willing to exert voluntary effort for the benefit of the firm or other employees. 
H4: Members of Rotating firms will contribute higher amounts to the public good (firm account) than members of Fixed firms.

We also predict that members of Rotating firms will have more positive feelings towards each other than members of Fixed firms and will enjoy the experiment more.

H5: Members of Rotating firms will rate the experience (Q1) and the interaction with other participants (Q2) as more favorable than members of Fixed firms.


In addition to the differences between Fixed and Rotating firms, it is also important to think about how the behavior of Fixed managers might differ from that of their employees.  Recall that a number of studies found job-related satisfaction to be positively correlated with opportunities for personal control.  Not surprisingly then, the mean job satisfaction rating of central members of Leavitt’s (1951) hierarchical Wheel groups was more than three times greater than the mean rating of their peripheral counterparts.
  With respect to the enjoyment of the task and interaction, we therefore predict that Fixed managers will report the highest satisfaction.

H6: Managers in Fixed firms will rate the experience (Q1) and interaction with other participants (Q2) as more favorable than either employees in Fixed firms or members of Rotating firms.


With respect to public good contributions, it is a little harder to make a prediction.

The helping literature discussed in support of Hypothesis 2a suggests that Fixed managers will be more cooperative if they find the experiment more enjoyable.  
H7a: Mangers in Fixed firms will contribute more to the public good (firm account) than either employees in Fixed firms or members of Rotating firms.

However, much social cognitive research on “role schemas” suggests that we need to acknowledge an alternative hypothesis.  Messe, Kerr and Sattler (1992) suggest that superior role schemas (e.g., being in a position of supervisor, manager) create a sense of privilege and entitlement.  There is considerable experimental evidence that is consistent with this hypothesis: people in placed in “superior” or primary positions often take more from public accounts or give less to others (e.g., Samuelson & Allison, 1994; Hoffman, et al., 1994; Güth, Huck & Rapoport, 1998; De Cremer, 2003).
  

H7b: Mangers in Fixed firms will contribute less to the public good (firm account) than either employees in Fixed firms or members of Rotating firms.

3. Results 


We begin by examining whether Rotating subjects enjoyed the experiment and interacting with their group more than Fixed subjects.


  Table 2 presents mean enjoyment ratings, using an individual subject’s rating as the unit of observation.  Surprisingly, we find no difference between the extent to which subjects in Fixed and Rotating firms enjoyed the experiment (p = 0.42, using a one-tailed t-test).  The difference in ratings of interaction enjoyment is in the predicted direction and marginally significant (p = 0.09, using a one-tailed t-test).  Thus, an analysis of questionnaire responses reveals mixed support for hypothesis 5.
	
	Enjoy experiment (Q1)
	Enjoy interact w/others (Q2)
	Firm account contribution

	Rotating
	7.12

(1.34)
	6.50

(1.75)
	23.48
(19.95)

	Fixed
	7.17

(1.41)
	6.08

(1.43)
	22.98
(18.47)


Table 2.  Mean enjoyment ratings by treatment
(Standard deviation in parentheses)

Next, we analyze the treatment difference in public good (firm account) contributions, which is also presented in Table 2.  On average, Rotating subjects were slightly more cooperative, contributing 23.48 (46.96 percent) of their endowment to the firm account while Fixed subjects contributed 22.98   However, this difference is very small and not significant (p = 0.45, one-tailed t-test), meaning we find almost no support for hypothesis 4.

We next examine how the behavior of managers in Fixed firms differs from the behavior of other subjects.  Table 3 presents the same information as Table 2, but with information on Fixed firms broken down into managers and employees.  Fixed managers enjoy the experiment (Q1) and interacting with others (Q2) significantly more than Fixed employees (p = 0.02 and p = 0.06, respectively, using one-tailed t-tests).  They also enjoy the experiment significantly more than members of Rotating firms (p = 0.04, one-tailed t-test), but not interacting with others (p = 0.41, one-tailed t-test).  Thus, an analysis of survey responses by role reveals support for hypothesis 6.  

We next explore contributions to the public good by Fixed managers.  As Table 3 reveals, Fixed managers contribute slightly less (21.00 tokens, 42.00 percent) than either Fixed employees (23.64 tokens, 47.28 percent) or members of Rotating firms (23.48 tokens, 46.96 percent).  However, neither of these differences is significant (p > 0.65 in both cases, using a two-tailed t-test).

	
	Enjoy experiment (Q1)
	Enjoy interact w/others (Q2)
	Firm account contribution

	Rotating
	7.12

(1.34)
	6.50

(1.75)
	23.48
(19.95)

	Fixed managers
	7.85

(0.99)
	6.62

(1.33)
	21.00

(20.79)

	Fixed employees
	6.95

(1.47)
	5.90

(1.43)
	23.64

(17.87)


Table 3.  Mean enjoyment ratings by treatment and role
(Standard deviation in parentheses)

An analysis of the questionnaire responses and the public good contributions by role reveals that managers enjoy the experiment and interacting with others significantly more than other subjects, but that this does not translate into greater public good contributions.  Interestingly, we find virtually no correlation between a manager’s questionnaire responses and the average responses given by his or her employees (Q1: r = 0.02; Q2: r = 0.05).  That is, the determinants of whether managers and their employees enjoyed the experiment appear to be orthogonal.  

Table 4, which presents how questionnaire responses and earnings correlate with contributions to the firm account by role, reveals an equally interesting finding.  The relationship between contributions and responses varies substantially between roles.  Rotating firm members generally contribute greater amounts the more they enjoyed the experiment and interaction, Fixed managers contribute less the more they enjoyed the experiment and interaction, and Fixed employees exhibited no relationship between contributions and responses.  Equally interestingly, there was virtually no relationship between earnings and contributions for either Fixed employees or members of Rotating firms, but this correlation was highly negative and significant for Fixed managers.  That is, Fixed managers contributed significantly less the more money their firm earned.  The results reveal a possible example of managerial entitlement: the more successful managers are, the less willing they are to self-sacrifice for the good of the group.
  
	
	Enjoy experiment (Q1)
	Enjoy interact w/others (Q2)
	Earnings

	Rotating
	0.34*
	0.35*
	0.05

	Fixed managers
	-0.57*
	-0.38
	-0.85*

	Fixed employees
	0.02
	0.08
	-0.10


Table 4.  Correlations of questionnaire responses and earnings with public good contributions (* – p < 0.05)
The results reveal only limited support for our primary hypothesis that Rotating firms will produce greater satisfaction and cooperativeness than Fixed firms.  Members of Rotating firms report enjoying the interaction with others slightly more than members of Fixed firms, but they do not enjoy the experiment more or contribute more to the firm account.  We also find that managers in Fixed firms report enjoy the experiment and interaction the most, while they also contribute slightly less to the public good.  Finally, we also find that the contributions to the public good by Fixed managers appear to be driven by very different factors than the contributions of either Fixed employees or members of Rotating firms.  In particular, it appears that for managers greater earnings and higher enjoyment translate into lower contributions, perhaps reflecting a sense of entitlement at a job well done.
IV. The effect of code development on performance


Since the primary purpose of this paper is to explore the relationship between code development and firm structure in determining performance, we now turn to an analysis of the codes developed by our laboratory firms.  In particular, we are interested in whether aspects of the codes developed by the firms in rounds 1-20 are responsible for some of the variation in performance that is related to firm structure.

We measure each firm’s code using the sheets subjects filled out after round 20 (but before they knew what the next part of the experiment would be) in which each subject was asked to write “the word or phrase that best describes the term your group has used to refer to the picture.”  For each subject, we have one such description for every picture they encountered.

We constructed two variables from these descriptions.  The first measures the conciseness of the code while the second measures the extent to which there was agreement within the firm on the code.  Specifically, the two variables are:

· CHAR:  The average number of characters per description.  To construct this variable, we simply counted the number of characters in each written description (including spaces) and averaged across pictures and firm members to develop an aggregate measure for the group.

· AGREE:  For each picture, we measured whether the descriptions qualitatively agreed.  To construct this variable, we simply compared all four descriptions for this picture and recorded the highest number of descriptions that were the same (allowing for synonyms).
  For each picture, this gave us a number between 1/4 (no agreement) to 4/4 (all four subjects agreed).  We then averaged these numbers across all 8 pictures to obtain a measure of agreement for the group.
	
	Rotating
	Fixed
	t58

(p-value)
	Corr. with earn (1-20)

	CHAR
	24.9
	21.6
	2.12 (0.04)
	-0.56

	AGREE
	0.516
	0.546
	0.65 (0.52)
	0.46


Table 5.  Summary of code variables by treatment

Table 5 reports summary statistics for each of these two variables for Rotating and Fixed firms, as well as the t-statistic for the difference and the corresponding two-tailed p-value.  As the table reveals, Fixed firms developed significantly shorter codes and obtain slightly (and insignificantly) higher agreement than Rotating firms.  


The last column in the table reports the correlation between each of the two variables and the firm’s average earnings in rounds 1-20.  The length of descriptions was negatively correlated with earnings, while agreement was positively correlated with earnings.  Both correlation coefficients are significantly different from zero (p < 0.001).


We can now explore the relationship between the above variables and firm performance in the three experiments.  Our interest in doing so is due to the fact that we are interested in not just the effect of the treatment variable (Fixed vs. Rotating firm structure) on firm performance, but instead we are also (if not more) interested in how the code developed over the first 20 rounds impacts performance.


For each experiment, we will explore the extent to which the observed treatment effects on performance after round 20 are mediated by the code developed in the first part of the experiment.  Since CHAR is the only variable that is significantly determined by the treatment, we will only use this variable in our analysis.

A. Experiment 1


In experiment 1 we observed that the Fixed firm continued to outperform the Rotating firm when new pictures were introduced.  We predict that some of this difference is due to differences in CHAR.
H8: The variable CHAR (from rounds 1 through 20) will partly mediate the effect of treatment on firm earnings after the introduction of new pictures (H2).

To test this prediction, we regressed earnings in rounds 21 and in rounds 21 through 35 on both a treatment dummy variable (Fixed = 1, Rotating = 1) and on CHAR.  The results are in Table 6.


As Table 6 reveals, treatment has a marginally significant effect on earnings in both round 21 and rounds 21 through 35, but this effect is eliminated by the introduction of CHAR.  It appears that differences in length of descriptions (which is significantly determined by treatment) is largely responsible for the treatment differences we observed before.
	
	Earnings in round 21
	Earnings in rounds 21-35

	Constant
	0.34 (6.88) ***
	0.70 (5.96) ***
	0.48 (22.08) ***
	0.59 (8.84) ***

	Treatment (R=1)
	-0.10 (1.45)
	0.04 (0.58)
	-0.08 (2.73) **
	-0.04 (1.08)

	CHAR
	
	-0.02 (3.18) ***a 
	
	-0.01 (1.74) *a

	N
	10
	10
	10
	10

	R2
	0.21
	0.68
	0.48
	0.64


t-statistics in parentheses
* - p < 0.1; ** - p < 0.05; *** - p < 0.01; a – one-tailed
Table 6.  Effect of treatment and CHAR on performance in experiment 1

B. Experiment 2

In experiment 2 we observed that the new employees in Rotating firms performed slightly better than new employees in Fixed firms, and that this difference was due to significantly fewer mistakes.  We predict that the difference in mistakes made by the new employee is at least partly mediated by CHAR.

H9: The variable CHAR (from rounds 1 through 20) will partly mediate the effect of treatment on the mistakes of new employees (H3).


We again test this prediction using regressions, reported in Table 7.  In the regressions without CHAR, we see that there is a modest and marginally significant effect of treatment.  When we introduce CHAR, its coefficient is significant and positive in both regressions (indicating that longer descriptions in rounds 1-20 produce more mistakes by the new employee).  Interestingly, the effect of treatment becomes slightly stronger when CHAR is introduced.  Therefore, while CHAR appears to have a significant effect on the number of mistakes made by the new employee, it does not mediate the treatment variable.
	
	Mistakes in rounds 21-25
	Mistakes in rounds 21-35

	Constant
	1.20 (4.78) ***
	-0.03 (0.05)
	0.83 (3.89) ***
	0.51 (0.96)

	Treatment (R=1)
	-0.63 (1.78) *
	-0.72 (2.14) **
	-0.58 (1.92) *
	-0.68 (2.52) **

	CHAR
	
	0.06 (1.98) **a
	
	0.06 (2.70) ***a

	N
	24
	24
	24
	24

	R2
	0.13
	0.26
	0.14
	0.36


t-statistics in parentheses
* - p < 0.1; ** - p < 0.05; *** - p < 0.01; a – one-tailed
Table 7.  Effect of treatment and CHAR on new employee performance in experiment 2

C. Experiment 3


In experiment 3, we found only one attitudinal measure that differed significantly by treatment.  Subjects in Rotating firms reported enjoying interacting with others slightly more than subjects in Fixed firms.  We explore the extent to which this relationship is mediated by CHAR.

H9: The variable CHAR (from rounds 1 through 20) will partly mediate the effect of treatment on enjoyment of interacting with others (H5).

Table 8 reports a regression testing this hypothesis.  The dependent variable is the group average of responses to Q2.  The coefficient on treatment is not significant in the first regression.
  However, when we introduce CHAR, both treatment and CHAR are significant in the predicted directions (Rotating firms produce higher enjoyment and longer descriptions produce less enjoyment).  Therefore, while not quite mediating the relationship between the treatment variable and attitudes towards the group, CHAR does appear to have a significant influence, above the effect of the treatment variable, on satisfaction.
	
	Enjoyment of interaction 
with others (Q2)

	Constant
	6.08 (23.11) ***
	7.78 (12.60)

	Treatment (R=1)
	0.42 (1.14)
	0.66 (1.99) **a

	CHAR
	
	-0.08 (2.96) ***a

	N
	26
	26

	R2
	0.05
	0.31




t-statistics in parentheses


* - p < 0.1; ** - p < 0.05; *** - p < 0.01; a – one-tailed
Table 8.  Effect of treatment and CHAR on enjoyment of interaction in experiment 3


The significance of CHAR in Table 8 could also partly be due to the fact that longer descriptions (higher CHAR) meant longer completion times and lower earnings over rounds 1 through 20.  To test whether the effect of CHAR is entirely due to earnings, we conducted an additional regression, reported in Table 9.  We also report regressions on the other two attitudinal measures (enjoyment of experiment and public good contributions).

As Table 9 reveals, CHAR significantly predicts attitudes and behavior in experiment 3.  Longer descriptions used in the first 20 rounds result in lower enjoyment of the experiment, enjoyment of interacting with others, and contributions to the firm account.  This is true even when accounting for the effects of earnings in the first 20 rounds and whether managerial structure was Rotating or Fixed.

	
	Enjoy interact w/ others (Q2)
	Enjoy experiment (Q1)
	Avg. contribution to firm account

	Constant
	7.21 (4.72) ***
	8.76 (7.37) ***
	70.38 (4.07) *** 

	Treatment (R=1)
	0.72 (1.96) *
	0.00 (0.01)
	-1.95 (0.47)

	CHAR
	-0.08 (0.03) **
	-0.05 (2.11) **
	-0.72 (2.32) **

	Avg. Earn. (1-20)
	1.31 (0.41)
	-1.52 (0.61)
	-85.69 (2.37) **

	N
	26
	26
	26

	R2
	0.32
	0.17
	0.26



t-statistics in parentheses

* - p < 0.1; ** - p < 0.05; *** - p < 0.01
Table 9. Effects of treatment, CHAR, and earnings in experiment 3


The analysis in this section provides compelling evidence that many of the differences produced by treatment are at least partly the result of differences in the codes developed within the firms during the first 20 rounds.  Longer descriptions at the end of the first 20 rounds result in worse performance when dealing with new pictures (Table 6), more mistakes among new employees (Table 7), and lower cooperativeness and enjoyment (Table 8 and 9).  In fact, the relationship between CHAR and the performance variables appears to be stronger than it is for the treatment variable.
V. Conclusion

The purpose of this study was to explore the relationship between code development and organizational structure on the performance of simple laboratory “firms.”  Codes are present in almost every organization, arise through repeated interaction and shared experience, and allow firms to perform efficiently and in a coordinated manger by minimizing the necessary amount of communication between employees.  Further, the process of code development and the benefits to firms from having better codes reflect many elements of organizational culture.

In this study, we allow small firms to develop codes over time and then explore how the structure of these simple organizations interacts with code development to produce outcomes of importance to real world organizations.  We find that centralized / hierarchical firms generally outperform decentralized / egalitarian ones, they generate higher earnings and deal better with environmental change, except in two important dimensions: incorporating new employees and attitudes towards the group.  “Flat” firms produce easier language adoption, and especially fewer mistakes, by the new entrant and they also produce slightly (and marginally significantly) higher attitudes towards other group members.  We also find that aspects of the specific code developed by a group early on (before round 20) strongly predict subsequent performance.


The experiments here are simple.  This is both a drawback and a benefit.  The simplicity of the experiments means that it is quite a leap to generalize from a group of four or five subjects performing a simple picture-naming task to a real-world firm.  However, the simplicity also means that we have precise control over what is going on.  For instance, we know that the only difference between our two kinds of firms is the location of power (to observe private information and initiate communication) either with one person or with everyone in the firm.  This very concretely captures more complex differences in power in real organizations.  Moreover, the fact that our treatment is rather subtle might also mean that in real organizations, with many levels of hierarchy and more significant differences in power, the effects we observe here might be stronger.  In addition, we can also control precisely what these firms have to deal with after the first 20 rounds.  In experiment 1 the only things that happens to the firm is a change in the environment, in experiment 2 it is the introduction of a new employee, and in experiment 3 the only thing the firm does is state and act on their attitudes towards each other.  This means that we can have exactly the same thing happen to several firms, something impossible to observe using real data.  Finally, the fact that our laboratory firms are fundamentally identical means that we can easily capture and compare the codes that they develop, allowing the simple, straightforward analysis in section IV.

Of course, this work can also be viewed as a starting point for future research (much as was the case with the study in Weber & Camerer (2003)).  A couple possibilities for such future work are:

· Repeated and combined challenges:  The firms in our experiments each only deal with one thing after the first 20 rounds (environmental change, expansion, or cooperation problems).  In real firms, these kinds of problems arise repeatedly and often at the same time.  Therefore, it might be interesting to observe what happens when these firms undergo several instances of each challenge (see below) or when the challenges arise at the same time (a new entrant is introduced and the firm then plays a public good – presumably the marginalized Fixed firm employees in experiment 2 would contribute less to the group).
· Organizational growth:  One specific example of a repeated challenge is the repeated introduction of new employees.  In experiment 2, we added one new employee and then growth ceased.  But what might happen if new employees were repeatedly introduced.  In particular, what might happen if new entrants are added repeatedly, say after every five rounds?  In particular, what would happen in Fixed firms where the first new entrant was marginalized, would this mean that the firm would be unable to assimilate subsequent entrants?  Does this depend on the rate of growth itself?
  
· Other organizational structures:  In this study, we used only two very specific organizational structures that varied the degree of hierarchy and centralization.  What about other kinds of structures, such as one in which the role of manager rotates only between two people?  Also, what if the subject who was manager in a particular round appropriated a share of each employee’s earnings?  Our current payoffs create the situation where a manager essentially takes 1/4 of every employee’s “output.” What if this fraction were raised, so that a manager obtained 1/2 of every employee’s output, meaning that the manager would receive three times the average of the three employee’s payoffs?

The experiments in this paper provide a starting point for such research.  
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Appendix A: Instructions

In this experiment, the four of you will be members of a firm.  During the experiment, you and the other employees of the firm will work as a team for several rounds.  Your role in each round of the task will be either “Manager” or “Employee.”  In each round, there will be one Manager and three Employees.  The difference between the two roles will be described below.  The Manager for the first round will be randomly selected from among the four members of the firm.  [The role of Manager will be fixed for the remaining rounds, meaning that the same person will be Manager for the duration of the experiment. / The role of Manager will then rotate between all the members of the firm for the remaining rounds.]

In each round, you and the other members of the firm will have to perform a similar task.  The task will be as follows:

1. Each of you will have a set of the same 8 pictures in front of you.  The pictures will be the same for all of you.  Please do not write or mark on these pictures.

2. At the beginning of each round, the experimenter will indicate 4 of the 8 pictures to the Manager, in a particular order.  These will be the Target Pictures for that round.

3. The task in each round for the Manager will consist of getting each of the three Employees to select those 4 Target Pictures out of the set of 8 in the correct order.  The Manager and Employees will be able to communicate verbally back and forth but will not be able to see each other.  While talking, you will only be allowed to refer to the content of the pictures and to nothing else (e.g., the number assigned to the picture, the position, size, or orientation of the pictures, etc.).

4. Before beginning the task in each round, each Employee will start his or her stopwatch at the same time.  The Manager and Employees will then be free to talk back and forth.

5. After selecting 4 pictures, each Employee should write their numbers on his or her record sheet in the correct order and then stop the stopwatch.  The time indicated on the stopwatch (rounded up to the next whole second) will be the completion time for that employee in that round.  While all members of the firm will be performing the task at the same time, the three Employees may finish at different times.

Since the firm for which you work is interested in the task in each round being completed quickly, your bonus for each round will depend on how quickly the task is completed, and on the number of mistakes.  Each Employee will receive a bonus based on how quickly he or she completes the task, and will pay a penalty for each incorrect number.  The Manager will receive a bonus based on how quickly all the Employees are finished and on their number of mistakes.  Specifically, the bonus for each Employee in every round will be determined as follows:

Bonus = $0.60 – amount of time – ($0.10 * number of mistakes)

where the amount of time corresponds to the number of seconds it takes that Employee to complete the task.  So, for example, if an Employee finishes in 31.26 seconds and has no mistakes, the recorded time will be 32 seconds and his or her bonus for that round will be $0.28.  However, if that same employee had 2 mistakes, then his or her bonus for that round would be $0.28 – (2 x $0.10) = $0.08.  The table on the next page indicates the bonus for each completion interval, without taking into account the penalty for any mistakes.  If an Employee has not completed the task after 60 seconds (1 minute), then his or her completion time will be 60 seconds and he or she will not receive a bonus for that round.

A mistake will consist of an incorrect number in the Employee’s sequence.  There are four numbers that need to be written down by each Employee, in a particular order.  To determine if the numbers are correct, we will compare them to the correct sequence, number by number.  Therefore, if the correct sequence is (1, 2, 3, 4) we will go through and check “is the first number 1?”, “is the second number 2?”, and so on.  A mistake will be counted every time there is an incorrect number in a particular position.  Therefore, if an Employee writes down “2, 3, 4, 1” for the sequence above, there will be 4 mistakes and a penalty of $0.40.  Note that your bonus (including a possible penalty) in a round can be negative.  If this is the case, we will subtract it from your bonuses for other rounds.

Since the Employees can finish at different times, the amount the Employees receive need not be the same.  The Manager will receive the average of the earnings of the three Employees.

Before we begin, please take a moment to make sure you know how to operate the stopwatch.  Take a moment to try starting, stopping, and resetting it several times.

We are now ready to begin.  Are there any questions?  If you have any questions from this point on, you should raise your hand and wait for one of the experimenters to come to you.  Please do not speak out loud or try to communicate directly with any of the other participants, except when you are performing the task.  If you violate these rules, you will be asked to leave the experiment and will not be paid.  We will do this task for 20 rounds.


















































































































* This research was supported by NSF grant SES-0095570 to Camerer and Weber.  We thank participants at the 2003 ESA conference in Pittsburgh, the 2003 SITE conference in Stanford, the 2003 NBER conference on organizational economics, and the 2004 BDRM meetings in Durham, as well as seminar participants at Carnegie Mellon, for helpful comments and suggestions.


� For instance, Ott (1989) notes that “the Navajo language contains no words meaning superior, subordinate, boss, or hierarchy,” reflecting deeply-held beliefs concerning hierarchy and authority in their culture.


� There are several concrete examples of organizations like these.  One obvious example is the U.S. Army.  In another example, the culture that Tom Watson created at IBM provides a canonical example of an organization that resolves conflict by taking it upstairs.  The company’s rigid hierarchy prevented the resolution of conflict at lower levels of management.  As part of its “contention system,” any manager had the right to “non-concur” with a decision at his or her level.  The issue would then be taken to the next level in the corporate hierarchy for further debate and resolution.   





� As an example of this kind of firm, consider Southwest Airlines, where employees throughout the organization are regularly expected to contribute to important decisions and voice their opinions.


� Since the participants have a common interest, they are “teams”, in the jargon of Marschak and Radner (1972).


� For instance, police codes are used to convey large amounts of information quickly and efficiently (“11-27”= “Subject has felony record, but is not wanted”).  Heath, Larrick and Klayman (1998) discuss an example of an organization where a simple phrase (“you were rucky”) is used to quickly convey a more complex principle (“look for non self-serving interpretations and causes for good outcomes”).


� Moreover, the organizational importance of language as a metaphor for culture has received considerable attention from economists.  Arrow (1974) discusses culture as codes developed by organizations to help coordinate activity and points out that these codes are path-dependent and may, therefore, differ greatly between firms, even though each is efficient.  Cremer (1993) defines culture as “the part of the stock of knowledge that is shared by a substantial portion of the employees of the firm, but not by the general population from which they are drawn” (p. 354).  In Cremer’s model, organizations must respond to outside messages in a coordinated manner, and this is less costly to accomplish when the stock of shared knowledge is greater, as communication can then utilize shorter messages (more concise codes).    





� We exclude five sessions conducted using University of Pittsburgh students because we discovered after running them that we were using subjects that had previously participated in an experiment involving this culture paradigm (Weber & Camerer, 2003).  Including all of these sessions does not significantly alter the results.


� While subjects were waiting for the experiment to start, the experimenter also announced this request and asked if everyone waiting was a fluent English speaker.  In spite of this, there were two sessions in which one subject revealed a somewhat limited command of spoken English after the experiment began.  While it would have been nice to avoid these instances, a more intrusive measure of English language skills was rejected because of the complicated and arbitrary nature of such tests and because it might affect (especially rejected) subjects’ attitudes towards the experimenter and behavior in future experiments.  The results do not change if we omit these two sessions.


� The experimenter stood between the subjects at all times, from a position where he could easily see if a subject was writing when he or she was not supposed to.  This situation did not arise.


� These written descriptions were also collected at the end of round 35 in experiments 1 and 2.


� There are no significant differences in earnings, mistakes or completion times between the three experiments in these first 20 rounds for any comparison of five-round (1-5, 6-10, etc.) averages (p > 0.1 in all such comparisons using a two-tailed t-test).  The lack of a difference is not surprising since the instructions and procedures over the first 20 rounds were practically identical.  In fact, the only difference was that subjects in experiment 2 knew that another subject had drawn the participant number 5 and had left the room.  While they might have anticipated that the participant would be returning later, the fact that we find no difference indicates that this consideration was not an important influence on behavior.


� An area of research in economics deals with the extent to which firm growth will be constrained by control (or monitoring) problems (e.g., Williamson, 1967; Calvo & Wellisz, 1978).  While these papers argue that hierarchical/centralized organizations are necessary for growth, the central problem faced by these firms (incentive problems) differ from that of our firms (coordination problems)


� The difference in growth rates is also due to the greater attrition of older employees in the vertical firms.


� We employ Overall’s Strengthened Fisher Exact Test to correct for small samples (Rosenthal and Rosnow 1991).


� Before playing, subjects took a short quiz to ensure that they understood how payoffs were calculated.  Once all subjects answered the questions correctly, the experimenter read the answers aloud.


� The first question measures the extent to which they simply enjoyed performing the task over 20 rounds.  The second question measures attitudes towards other members of their firm.  We used this question – instead of a more direct question such as “how much do you like the other people” – because the more direct question might have produced more polite, and less truthful, responses.


� Questionnaires were distributed in this manner in order to ensure that the outcome of the public good game did not influence questionnaire responses and that questionnaire responses did not influence behavior in the public good game.





� Leavitt (1962) observed similar hedonic differences within hierarchical groups.


� These studies do not necessarily imply that managers will contribute less than employees if employees anticipate that managers will feel privileged.  That is, if employees believe that managers will feel privileged and therefore contribute little, then employees may reciprocate by behaving selfishly as well (Rabin, 1993).  However, many studies suggest that employees often expect effective leaders to self-sacrifice and make fair decisions (De Cremer, 2002; Shamir, House and Arthur, 1993; Yorges, Weiss and Strickland, 1999).


� We exclude one experiment using Carnegie Mellon students in which two participants who arrived at the experiment were a couple and engaged in very public displays of affection while waiting for the experiment to begin.  The decision to exclude this experiment was made before looking at the data.  


� Interestingly, one’s managerial performance may only create a sense of entitlement when one perceives oneself as a manager.  Specifically, Rotating subjects’ earnings during their five rounds as manager have virtually no effect on their contribution decisions (β = 0.03, t51 < 0.01).  


� We also standardized the written descriptions to account that some subjects used shorthand (i.e., “3” instead of “three”).  To do so, we converted all instances of “w/”, “&”, “@”, and “ppl” (“people”) to their longer form, and we unabbreviated all numbers and numerical terms (e.g., “1st”, “2nd”).


� For instance, “woman at typewriter” and “lady at typewriter” were coded as agreeing.


� If we regress earnings in rounds 1-20 on CHAR, AGREE and a treatment dummy, the coefficients for CHAR (p = 0.04) and treatment (p = 0.002) are significant, but the coefficient for AGREE is not (p = 0.19).


� The reason the coefficient is not significant here, but is significant in the comparison we report earlier is because we are using the firm as the unit of analysis here.


� Weber (2003) shows that the ability of new entrants to be assimilated in laboratory firms (performing a different task than here) depends critically on the rate of growth.
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